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How this  chapter should be used: 
This chapter has been designed to be suitable for both web based and face-to-face teaching. The text has 
been made to be as interactive as possible with exercises, Multiple Choice Questions (MCQs) and web based 
exercises.  

If you are using this chapter as part of a web-based course you are urged to use the online discussion board 
to discuss the issues raised in this chapter and share your solutions with other students. 

This chapter is part of a series see: 
http://www.robin-beaumont.co.uk/virtualclassroom/contents.htm  

Who this  chapter is  aimed at:  
This chapter is aimed at those people who want to learn more about statistics in a practical way. It is the 
eighth in the series.  

 

I hope you enjoy working through this chapter.    Robin Beaumont 
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1. Introduction 
In a previous chapter concerning correlation we discussed the lines of best fit by either minimising the 
horizontal or vertical lines (actually the squared values of them) from the predicted x or y value and the 
corresponding value on the line. We discovered that both lines coincided when the points all fell on the line 
with a resultant correlation of 1 or -1.  

The vertical line between a particular observed y value and that which a regression line would predict is 
called the residual or error. The residual can be positive, negative of zero. 

 

 

 

 

 

 

 

 

In this chapter we will only consider the line of best fit that minimises the vertical residuals. Many 
introductory statistics books automatically talk about the ‘line of best fit’ when they actually mean just this, 
the line that minimises these vertical squared residuals.  For statisticians this has some important 
consequences primarily we are no longer considering the bivariate normal distribution (i.e. the upturned 
pudding basin shape) we used in the correlation chapter but now one variable (the y value) to be a random 
variable while each value of the x variable is set or pre-determined in some way, and we say it is a fixed 
variable. As Howell 2007 (p232, p250) states this is often ignored in practice and both the x and y variables 
are considered by the researcher as results which are not pre-determined (i.e. random variables).  However it 
must not be forgotten that the underlying mathematics that produces the equation of the line of best fit 
makes use of this fact among others. If this simplifying assumption were not make a more complex model 
would be required. 

The terminology for the x and y variables used in regression depends upon the context, in an experimental 
design a researcher manipulates an independent variable and observes changes in a dependent variable. 
The independent variable might be the particular levels of calorie intake, exercise or drug dosage etc. where 
the level is allocated by the researcher to the subjects, and the aim is to investigate causation rather than 
just association.  The dependent variable might be any measure that the researcher believes will be directly 
affected by the independent variable.  In contrast, for the majority of observational (frequently 
retrospective) studies a number of measures are taken and the researcher uses their own knowledge of the 
area to decide which would be the independent and dependent variables, for example in the above scatter 
diagrams the cigarette consumption for 1930 per adult person is considered to be the ‘predictor’ variable 
and the incidence of lung cancer per million as the ‘criterion’ (i.e. 
dependent) variable.  

Another aspect of terminology also needs mentioning, the term 
’on’ is used to indicate if we have minimised the horizontal or 
vertical residues, if it is the vertical ones as above we say Y on X or 
Y given X, so in the above scatterplots we have regressed 
incidence of lung cancer on adult cigarette consumption for 1930 
or we could say we have regressed incidence of lung cancer given 
adult cigarette consumption for 1930.  
The line of best fit, in the above diagrams, often called simply the regression line is the focus of this chapter 
so let’s begin by looking at the equation that defines the line. 

Independent  variable 

Dependent 
 

Effect/ 
Response/ 
outcome 

Explanatory variable/ grouping i.e.  
 

Naming of variables in Regression 

Predictor / input variable 

Criterion 
 

Causation? 

Y 

X 
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2. ŷi=a+bxi 
You may be familiar with something similar to the above expression from your school days (called a simple 
linear regression equation), but just in case you have 
forgot it, here is a quick review. 

ŷi pronounced ‘Y hat’ indicates that it is an estimated value 
being the value on the line. The i signifies the i’th value, 
where i takes the value of 1 to n and n is the number of 
points in the dataset. This variable is the ‘output’ 
mathematically it is the expectation of ŷi given xi and is a 
function of xi, a and b E(ŷi|xi)=f(xi,a,b). We will discuss this 
further below. 

ŷi ,a and b are all ratio/interval level values (in latter 
chapters we will consider other regression models where 
this is not the case) 

yi, xi is the observed y and x value for the i’th point.  

ӯ= is the average y value 

a= is a parameter that we need to estimate. It is the value 
when x=0 and called the intercept. 

b= is the second parameter that we need to estimate. It is 
the slope/gradient and represents the change in x divided by the change in y  

 

 

2.1 The model concept 
The above equation is an example of a 
general concept called a model (See 
Miles & Shevlin 2001 p.7 for a good non 
mathematical introduction) where all 
models are basically: 

Data = Model + Error 

In this instance the model consists of two 
parameters (values to be estimated), so 
given our data and the above model we 
want to find the values of the slope and 
intercept that make the data most 

likely.  To achieve this we use a technique called maximum likelihood estimation (Crawley 2005 p.129) this 
technique finds the estimate(s) that minimises these errors, this should sound familiar to you, have a quick 
look at the ‘finding the centre’ and ‘spread’ chapters, if it seems a little hazy.  Most statistical applications 
compute the maximum likelihood estimates (i.e. the slope and intercept parameters in this instance), with a 
single mouse click, but before we perform this magic I would like to describe in a little more detail what is 
going on exactly in terms of this model building idea. 

  

Country 
Source: Lung cancer 

and length of cigarette 
ends by R Doll et al 
B.M.J 1959. Quoted 

and discussed in Oliver 
1964 (p78) 

Lung cancer 
mortality 
(1952-54) 
Rate per 

million (y) 

Cigarette 
consumption 
in year 1930 

per adult 
(numbers) 

(x) 

England and Wales 461 1378 
Finland 433 1662 
Austria 380 960 

Netherlands 276 632 
Belgium 254 1066 

Switzerland 236 706 
New Zealand 216 478 

U.S.A 202 1296 
Denmark 179 465 
Australia 177 504 
Canada 176 760 
France 140 585 

Italy 110 455 
Sweden 89 388 
Norway 77 359 
Japan 40 723 

Y axis 

yi- ŷi = εi 

 

 

yi 
Error/residual= 

ŷi 

a= intercept  
X axis 

1 

b 

xi 

mailto:robin@organplayers.co.uk


Simple Regression 

Robin Beaumont robin@organplayers.co.uk  D:\web_sites_mine\HIcourseweb new\stats\basics\part11.docx                   page 6 of 36 

While the equation given at the top of this section provides the estimated value of the dependent variable of 
a particular value. A more correct, general equation is  

Y Xα β ε= + +  where Alpha (α) and beta (β) are unknown constants that we need to estimate (i.e. 

parameters) and epsilon (ε) is a normal random variable with zero mean and variance of 2
.y xσ . This is our 

error or noise term. Returning back to our function described above this could now more correctly be given 
as 

E(Y|x)=f(x,β,α,ε).  The function is now being used to imply both a linear regression model and also the error 
distribution which is taken usually as a normal distribution. 

 

To summerize: 

Aim is to minimise    
2
iε∑  

Technique used = Least Squares 

Creates model parameters that maximises likelihood of observed data 

 

2.2 Why ‘simple’ regression 
In the above equation ŷi=a+bxi  we have only one  b, that is one predictor variable, however we can have any 
number of them such as: 

ŷi=a+b1xi  +b2xi  +b3xi  +b4xi  +b5xi  . .  +bnxi     

Indicating that we have n independent variables attempting to predict your ŷi in this instance, for example 
they might represent saturated fat intake, level of exercise, age and socioecomonic group etc. This is clearly 
much more complex model than our ‘simple’ one hence the term simple when we only have a single 
predictor variable. In contrast where we have more than one predictor/ independent variables it is called 
multiple regression a situation we will discuss in latter chapters.     
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3. Building a regression model 

 
First let’s consider a very simple model to represent 
our lung cancer data, instead of having a line with a 
slope lets imagine that we want something very 
simple and take just the average y value, doing that 
our model simply becomes ŷi =ӯ+e that is the 
estimated value of Yi is equal to the mean value of y 
plus error where e equals this error. This we will call 
our one parameter model, with the parameter being 
the mean of the y values: and the individual error 
being the difference between the Y mean and the 
individual y value.  

You may think it was just chance that I decided to use 
the Y mean value, I actually chose it because it is the 

value that minimises the sum of squared error/residuals from the mean which we discovered in the chapter 
discussing spread, have a quick look back now? Remember that we squared the errors, to stop the negative 
and positive values cancelling one another out and ending up with zero.  

The one parameter model is 
really pretty useless as the 
predicted lung cancer value is 
the same for any country, 
being the overall mean lung 
cancer value, when it is 
obvious from the scatterplot 
that the cancer rate increases 
as cigarette consumption 
increases. What would be 
more use is to give the line a 
slope parameter as well, 
imitating this increase, so we 

can have a unique value for each level of cigarette consumption.  

To achieve this we now divide the error term/residual we had 
before into two parts, that due to the regression and that due to 
error/residual, by allowing the line to have a slope, and following 
more closely the actual value, in this instance the errors (residuals) 
appear to be reduced in the diagram opposite, latter in this chapter 
we will investigate quantitatively these various sums of squares but 
first let’s start by clearly defining these sums of squares. 

 

  

Lung cancer mortality (1952-54) Rate per million Descriptive Statistics 
 N Minimum Maximum Mean variance 

death rate per 
million lung cancer 16 40.00 461.00 215.3750 15171.45 
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Residuals from y mean – the one parameter 
model 

Total of residuals 
squared=227571.75 
Divided by 15 (=df=n-1)= 15171.45 

  

  

Mean= 

yi- ŷi 

 

 

yi 

Error 

From the diagram Total = Regression + Error 

ŷi 

ӯ 
ŷi- ӯ 

 

 

 

yi- ӯ 

 

 
Regression 

Total 
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Think Pythagoras 

SST 
SSE 

SSR 

4. Total is equal to model plus error (SST=SSR+SSE) 
The above expression is just as important as the ŷ =ax+b one when understanding regression. From the 
previous section we can add up the all the squared values for all the errors, regression values and deviations 
from the mean Y value, that is all the  yi - ŷi, ŷi- ӯ,and yi- ӯ expressions, if 
you find the mathematical equations too much do not fear, if you 
understand the graphical explanation below that is fine. 

SSE = Error sum of squares= 2
1

ˆ( )n
i ii

y y
=

−∑   

SSR = Regression sum of squares = 2
1

ˆ( )n
ii

y y
=

−∑  

SST = Total sum of squares =  2
1
( )n

ii
y y

=
−∑  

 

R squared (not adjusted) 

It is important to realise that the SST, that is the 
total sum of squares is the deviation from the Y 
mean not any other value such as Y = 0. 

Also it can be shown that our old correlation 
value squared is the same value as the regression 
sum of squares divided by the total sum of 
squares. So when we have a perfect squared 
correlation (i.e. r=+1) SSR = SST that is all the 
variability in our model can be explained by the 
regression in other words all the yi’s are on the 
regression line.  

Conversely when none of the variability in the 
data can be attributed to the regression equation the correlation = 0 indicating that SSR=0 and therefore 
SST=SSE, all is error! The above explanations you may realise are very similar to several paragraphs in the 
previous correlation chapter. In statistics you will find the same old ideas constantly reappearing, sums of 
squares, correlations and various coefficients are such examples. 

Exercise. 1. 

Say out loud 10 times  

In regression the total sum of squares is equal to the sum of the Regression and Error sums of squares. 
SST=SSR+SSE 

Draw a rough scatterplot below with some fake data and a possible regression line, mark on it SST, SSR and 
SSE for one or two of the points.  

 

4.1 Other names for the sums of squares 
Unfortunately different 
authors use different 
names for the various 
sums of squares the table 
below just provides you 

with a typical list – it should help you if you start looking at any of these books, if you don’t please ignore.  

Crawley (2005)  
(used in this chapter) Field 2009 Norman & Streiner 2008 

(also used by SPSS/SPSS) Howell 2007 Miles & Shevlin 
2001 

SSY = Total SST  SSY = Total Total 

SSR = Regression SSM = Model SSRegression = Regression SSŷ = Regression Regression 

SSE = Error SSR = Residual SSResidual = Residual SSResidual = Residual Residual 

Mean Y 

Error Sum of Squares (SSE) 
Total Sum of Squares (SST) 

Explained (regression) Sum of Squares (SSR) 

From the diagram SST = SSR + SSE Therefore    SSR = SST - SSE 

SSE 
SST 

=    SST   -   SSE 
SST 

R2  =  1 - 

Coefficient of determination = R2  =  

Sum of the regression squares divided by total sum of squares 

=    
SST 

SSR  
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4.2 Averaging the sums of squares – mean/adjusted SS 
All the above sums of squares have not been divided by an appropriate value to provide a mean value (also 
called the adjusted value). We achieve this by dividing each sum of square value by the associated degrees of 
freedom, traditionally (that is from the early 20th century when this approach was developed by Fisher), the 
various values are laid out in a particular way called an ANOVA table which is part of the standard output 
when you do a regression analysis.  The mean of SSR becomes MSR and the mean of SSE becomes MSE. 

The degrees of freedom are related by the equation dftotal = dfresidual+ dfregression  where total is just the number 
of cases minus 1 and that for regression the number of parameter estimates ignoring the constant/intercept 
term, which is one in this case. Finally the degrees of freedom for the residual is that for the model with two 
parameters, our current model, the simple regression, which is the number of cases minus 2. So: 

 dfregression = dftotal  -  dfresidual  = 1= (n-1)- (n-2)  You do not really need to worry about this as all statistics 
programs work them out for you. Summarizing we have: 

SSR = Regression sum of squares = 2
1

ˆ( )n
i ii

y y
=

−∑    and MSregression = MSR = 21
1 1

ˆ( )n
i ii

y y
=

−∑  

SSE = Error sum of squares = 2
1

ˆ( )n
i ii

y y
=

−∑             and MSerror/residual = MSE = 21
2 1

ˆ( )n
i in i

y y− =
−∑  

4.3 ANOVA table - overall fit 
How does our simple regression model compare to the simple one parameter (ӯ ) model i.e. where there is 
no difference between the various countries cigarette consumption and lung cancer?  This question is 
answered in the ANOVA table and the R squared value. 

The ANOVA (meaning ANalysis Of VAriance) table below for our cigarettes/lung cancer data demonstrates 
the general layout used in simple regression. 

The regression sum of squares can be considered to be ‘good’ this is what we want, hence the smiley face 
below, in contrast the residual/error sums of squares are just what we don’t want.  Taking the mean value of 
each of these and considering their ratio produces what is known as an F statistic this statistic follows a F pdf 
given that both the denominator and numerator are the same except for sampling error. This is equivalent to 
saying that the additional parameter in the simple regression model (‘b’) is equal to zero in the population or 
that indeed Y is not related to X (Weisberg 1985 p.18). This can also be interpreted, in the simple regression 
situation, as the correlation (ρ) in the population being equal to zero. (Howell 2007, p.255). 

Before we can discuss the P value in the ANOVA table I need to mention a few facts about the F pdf.  

 

 

 

 

 

 

  

ANOVAb 

Model Sum of Squares df Mean Square F Sig. 

 

Regression 132934.714 1 132934.714 19.666 .001a 

Residual   94637.036 14 6759.788   

Total 227571.750 15    

                               a. Predictors: (Constant), cigarettes per adult 1930 

                               b. Dependent Variable: death rate per million lung cancer 
 Mean Y 

Error/residual Sum 
of Squares (SSE) Total Sum of 

Squares (SST) 

Explained (regression) 
Sum of Squares (SSR)  

 

94637.036/14 

132934.714/6759.
 

Model Summary 

Model R R Square Adjusted R Square Std. Error of the 
Estimate 

1 .764a .584 .554 82.21793 

a. Predictors: (Constant), cigarettes per adult 1930 
 

132934.714 
227571.750 

High explained to noise ratio: The amount of 
variation explained by the model is more than 
just residual/noise variation 
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5. The F ratio/ PDF 
The F statistic also called the F ratio provides a 
pdf given that the regression and residual 
Mean Sum of squares (i.e. variance) are the 
same accept for sampling error. We can show 

this in the equations above, the ∼  sign means "is distributed as" or “has the pdf”, remembering that pdf 
means Probability Density Function. 

For simple regression, the situation we have here the F ratio/pdf degrees of freedom value is 1/n-2 where n 
is the number of cases.  Conceptually it is rather difficult to understand the shape of a F distribution. Possibly 

the easiest way of getting a handle on it is to latch onto the idea that as the 
denominator df gets larger the closer the mean value (that is where 50% of values 
lie each side of it) gets closer to the F value of 1. Conversely the further the F 
values is from 1 the smaller the associated p-value is. 
Given the above interpretation we can say that smaller the associated p value the 
more likely we can accept our simple regression model over the one parameter 
model.  

Because we are dealing with two values (technically called degrees of freedom), 
when calculating the F pdf, we indicate this by F(df1,df2). The diagram below shows 

the F(1,14) pdf along with a line indicating our F value of 19.66; the area to the left of this value is the 
associated p-value and is equal to 0.001 If we were writing this up in a article we would indicate it 
F(1,14)=19.66, p-value=0.001). The value is a long way along its tail. Also notice that for the F distribution we 
only consider one end of it, those values more extreme in only the positive direction.   

 

 

 

 

 

 

 

 

 

 

Exercise. 2. 

Given that the F ratio is basically good (the model) divided by the bad (sampling error) which of the following 
F values would you be most happy with 2.3, 15.3, 5.76, 1, 0.3 
 

Denominator 
df (when 

numerator 
df=1) 

Mean value of 
F (df2/(df2-2)) 

6 1.5 
7 1.4 
8 1.333 
9 1.285 

10 1.25 
50 1.041 

100 1.020 
1000 1.002 

(df_numerator,df_denominator)
/ /

regression

residual error

MS signalF f
MS noise sampling

= = ∼

0 5 1
 

1
 

2
 

0.
 

0.
 

0.
 

0.
 

0.8 

F Distribution: Numerator df = 1, Denominator df = 14 

f 

Density 

F=19.66 

P=.001 

P=.001 

F=19.66 

20 

Enlarged 
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5.1 Decision rule for the overall fit and interpretation 
We can do exactly the same thing in this situation as we did with the other statistics in earlier chapters, 

Define the null hypothesis (h0) and alternative hypotheses (h1)   
Set a critical value 
Observe the resultant p value 
Apply the rule 

Define h0 = regression and residual variance equal (therefore correlation (ρ) in the population is equal to 
zero) the single parameter model (ӯ) is just as good as the two parameter model 

Define h1 = regression and residual variance not equal, therefore correlation (ρ) in the population is NOT 
equal to zero, and accept the two parameter model 

Set critical value to 0.05 

In this instance we can use the same decision rule we developed for correlation, so you can look back at that 
chapter. We have from the above ANOVA table F(1,14) = 19.666  p-value =.001 

p-value =  

P(F statistic(df1,df2)|assumptions) = P(F statistic(df1,df2)|ρ=0) = P(F statistic(df1,df2)|null hypothesis is true) 

p-value = P(F(df1,df2) < f| Ho is true)=[area to the right of f=f  under a f distribution with df1,df2]  

So we can interpret this for our data as: 

We would observe a resultant F value equal to this or one more extreme from a sample from a population 
with a correlation coefficient of zero one time in a thousand.  

This less than our critical value of 0.05 (one in twenty times) so we reject the null hypothesis and accept our 
two parameter simple regression equation/model. 

6. Obtaining the results for simple regression in SPSS and R 
You can find the SPSS data file (.sav) file for the analysis below at: 

http://www.robin-beaumont.co.uk/virtualclassroom/stats/basics/data/statistics1_youtube.zip 

 

 

 

 

 

 

 

 

 

 

In SPSS you simply enter the two variables in two columns select the menu option analyze-> linear regression 
and then fill in the dialog box as shown above.  
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There are three main tables produced in the results, shown below. The last one contains the parameter 
estimates  In SPSS the Sig. column is the p-value. 

 

 
 

 

 

 

 

In R 

In R you first enter and define the data, then use the ~ model symbol and Im (short for linear regression) to 
define a simple regression model in this instance simply y~x 

Once you have defined the model you can use the summary command to get all the required output as 
shown below. 

 

 

We will now discuss in detail the Coefficient/parameter estimates. 

  

Model Summary 

Model R R Square Adjusted R Square Std. Error of the 
Estimate 

1 .764a .584 .554 82.21793 

a. Predictors: (Constant), cigarettes per adult 1930 

Coefficientsa 

Model 
Unstandardized 
Coefficients 

Standardized 
Coefficients t Sig. 

B Std. Error Beta 

1 
(Constant) 28.309 46.925  .603 .556 

cigarettes per adult 1930 .241 .054 .764 4.435 .001 

a. Dependent Variable: death rate per million lung cancer 

 

ANOVAb 

Model Sum of Squares df Mean Square F Sig. 

1 

Regression 132934.714 1 132934.714 19.666 .001a 

Residual 94637.036 14 6759.788   

Total 227571.750 15    

a. Predictors: (Constant), cigarettes per adult 1930 

b. Dependent Variable: death rate per million lung cancer 
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7. b and Beta 
b indicates what a one unit change in the predictor (independent) variable has upon the dependent 
(outcome) variable according to the model.  

The last table in the SPSS output and the first one in R provided the a and b values for the ŷi=a+bxi  simple 
regression equation. So, where the middle dot 
means multiplication, we now have: 

 ŷi=28.309 + 0.241· xi   

So according to the model an increase in 
cigarette consumption of one unit increases the 
lung cancer death rate per million by 0.241   

The standard error column is showing us the degree of accuracy for the parameter estimate (remember it is 
the standard deviation of its sampling distribution). You can think of it as the standard deviation of all the 
SSE’s. As Howell 2007 p.257 states  

“There is surprising disagreement concerning the best approximation for the standard error of b. It’s 
denominator is variously given as  or ( 1)  or ( 2)x x xs n s n s n− − ” 

So I will leave it to the various software applications and you to decide. Also in some texts it is called the 
residual standard deviation (Gardner & Altman 1989 p.49) denoted sres. 

If we assume that the value for b is actually zero in the population and we consider our observed value to be 
due to random sampling variability be can create a t statistic and get an associated p-value 

 

 

 

So given that b=0 we would obtain a t value equal to the one observed or one more extreme once in a 
thousand times ( the p value is in the last column of the above table). 

Now you may think that it is merely coincidence that both the F value and t value have the same p value 
(.001) in the above example.  Mathematically this is because F(1,n-2) = (t(n-2))2 as can be seen in the above 
(4.435)2=19.66  

In the simple regression situation, as above, considering the overall fit of the model (ANOVA table and 
multiple R) is equivalent to considering ‘b’.   

However in the situation with multiple regression where we have 
more than one b this is not the case. 

7.1 Beta (β) 
You may remember in the past chapters we talked about 
standardised scores (z scores), which was basically subtracting the 
mean value from each and dividing by the standard deviation. The 
resultant 'standardised' variable has a mean of zero and a standard 
deviation of 1.  If we do this with our scores and then carry out the 

regression our b value becomes Beta (β) and in the simple regression situation this is equivalent to R. If you 
look back at the correlation chapter the reason for this should become clear.  

Beta (β) indicates what a one standard deviation change in the predictor (independent) variable has upon the 
dependent (outcome) variable, in standard deviation units according to the model.  

  

Coefficientsa 

Model 
Unstandardized 
Coefficients 

Standardized 
Coefficients t Sig. 

B Std. Error Beta 

1 
(Constant) 28.309 46.925  .603 .556 

cigarettes per adult 1930 .241 .054 .764 4.435 .001 

a. Dependent Variable: death rate per million lung cancer 

 

4.435
(df=n-2) (df=n-2)

.241
/ .054b

b signalt t
SE noise sampling tρ−

= = ∼ ⇒  = 4.435 ∼

Beta (β) = Yz /  Xz 

 

 

Standardized x scores 
 

Yz 

Beta = R 
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As in other situations where we have come across standardised scores this allows us to compare sets of 
scores more easily.  

While the above approach using p values provides us with a decision, to either accept or reject the regression 
equation it does not give us information about either how the equation relates to individual points, or any 
assessment of the assumptions of the regression equation fitting technique, an area we have deliberately 
ignored so far. 

Confidence and prediction intervals are a good way of seeing how well the individual data points fit the 
model, so we will begin by investigating them.   

8. Confidence and Prediction intervals 
A confidence interval is a width with a lower and upper 
value. In our simple regression equation we can 
consider two different confidence intervals, that  for 
the ‘a’ in the equation (ŷi=a+bxi) that is the intercept 
value and the second one for a specific y value on the 
regression line.  The point on the regression line at xi is 
assumed to be the mean for all the possible y values at 
this x value.  Obviously in many situations this is 
theoretical as we do not have a dataset which gives us 
many y values for every x value. Mathematically we 
believe the set of y values for any specific x value is 
normally distributed with a mean equal to ŷi. We will 
only consider the second type of confidence interval 
here. 

Along with considering the parameter estimates we can 
also consider the uncertainty in ŷi as a predictor of y for 
an individual case/subject. This range of uncertainty is 
called a prediction or tolerance interval.  (Gardner & 

Altman 1989 p.40).   However while Gardner & Altman make this distinction between confidence intervals 
and prediction intervals, other authors and statistics applications are less clear using different terms, for 

example SPSS call them prediction intervals for means 
or individuals (see screen dump below).  

An example of what these confidence and prediction 
intervals look like for the cigarette/ lung cancer data is 
given opposite (produced in R). The narrower interval is 
that for the (mean) confidence interval and the wider 
one is the prediction interval, both are 90% limits. 
Notice that the width for the confidence interval 
increases at the extreme x values and is narrowest at 
the ӯ (and coincidentally mean of x) value. 

While you can find the equations for the confidence and 
prediction intervals in Gardner & Altman 1989 we will 
concentrate on how to obtain and interpret these 
values in R Commander, R and SPSS. 

  

Confidence and prediction intervals 

Intercept CI 

‘mean’  CI for 
a specific  
mean  
 

‘Prediction 
interval for a 
specific case 

Position of population 
regression line with CI 
% chance 

Position of individual 
value with CI % chance 
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8.1 Using SPSS and R interpreting the graphics 
Most statistics books have examples of these intervals drawn on graphs but give little information about how 
to achieve this effect. In SPSS it is a three stage process, first you draw the scatterdiagram, then click on the 
chart to enter the chart editor. Once in the chart editor click on the ‘add fit line to total’ icon or 
Edit menu->elements->add fit line at total.  

A properties dialog box appear where you can select to add either confidence or prediction intervals. 

 

 

 

 

 

 

 

 

Besides the actual graphical display you 
might also want the actual values for each 
of your cases.  

You achieve this when in the regression 
dialog box by selecting the ‘save’ button. 
(screen shot below) Selecting the 
prediction intervals boxes, mean and 
Individual adds some additional columns 
to your dataset. 

 

 

The screenshot on the next page shows the resultant values, I 
have also included unstandardised predicted values in other 
words the ŷi values. 
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In the above you will notice several negative values in the lower 95% prediction interval column, clearly this 
is impossible in reality but as we have discussed from the first chapter (remember the nonsense standard 
deviation values for waiting times) there are always problems with using measures that represent a 
interval/spread with a small number of observations or do not follow a strict normal distribution and this is 
no exception.   In contrast the 95% confidence lower limits appear to produce sensible values. 

In R 

Producing confidence and prediction intervals in R is painless if you install a free package called ‘UsingR’ it is 
then a simple question of adding a single line (the last one below in the snippet): 

 

 

 

 

 

 

From the diagram opposite, using 90% rather than 95% 
intervals, it appears that one point lies outside the 
prediction interval and 6 points lie outside the confidence 
interval. Obviously what we would really like is to see all the 
points much closer to the line but as we know that for this 
model R2=.584 indicating that 58% of the variability is 
accounted for by the regression line (from the chapter 
about correlation) we would not expect a very tight fit.  

 

You can create a list of the confidence and 
prediction intervals for each of the cases using the 
simple one line command.  

predict(model, interval = "prediction", level=.95) 

To indicate if it is a confidence or prediction interval 
you enter the word "confidence", or "prediction" in 
the expression.  

# an easy way to draw ci and prediction intervals, use the free UsingR 
package 

install.packages (“UsingR”)  

library(UsingR) 

library(UsingR) 

simple.lm(cigs,cancer,show.ci=TRUE,conf.level=0.90) 
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9. Influence statistics 
While we can get a visual idea of which particular point(s) affect the regression line in the above analysis it 
would be nice to be able to gain a more quantitative evaluation. To do this we need to be a bit more specific 
about what we are actually talking about! Norman & Streiner 2008 (p.155) give the following equation: 

Influence = Distance X Leverage 

Distance Although this can simply be the magnitude of the residual/error i.e. yi - ŷi  it can also be any 
expression that uses this in some way, such as the squared, or standardised values etc. 

Leverage This is the degree to which a particular value can affect the regression line. Norman & Streiner 
2008 (p.155) express this as the degree of typicality of the values for the dependent variable(s), the less 
typical the value the more leverage the point has.  Crawley 2005 (p.123) makes a very important point, a 
highly influential point means one that forces the regression line close to it, and hence the influential point 
may have a very small residual.   A Leverage value for case i is often represented as hi and one would not 
want to find a value of 1/number of cases so for our example that is a value of 1/16 = 0.0625 

So the actual influence of any one particular point is a combination of both Distance (from the predicted 
value) and Leverage.  

Unfortunately there is an unbelievably large number of Distance, Leverage and Influence measures, and once 
again different commentators classify them differently, clearly indicating that none of them is perfect.  
Shevlin & Miles 2001 (p.76, p86-80) provides a good none mathematical 
introduction. Possibly the best way to get a feel for a selection on offer is to 
consider what is available in 
SPSS, by selecting the save 
button and clicking on 
one or more of the 
values. each of which is 
added as a column to 
your dataset as shown 
opposite. 

I have highlighted the 
highest values for each 
of the distance / 
influence statistics in a 
rather arbitrary manner 
to demonstrate how 
they relate to each 
other and also the 
scatterplot.  One can see there is general agreement between them , 
However taking into account the information above one can see that a 
large standardised residual value does not always produce a large 
leverage value (i.e. case where the lung cancer rate is 40).  In the 
regression diagnostic section we will come across the standardised 
Residuals versus Leverage plot which presents a nice summary of the 
above data. 

The usefulness of many of the above measures is to identify points that 
may be affecting the regression line unduly and also those which may not be valid, incorrect data entry is a 
common reason for them.  

You can obtain pretty much the same set of values as 
that shown above in SPSS in R using the command, 
influence.measures(model).  
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9.1 Leaving out suspect points in the analysis 
Obviously if you feel that your dataset has some questionable points identified by the above influence 
statistics you will want to rerun your analysis omitting the iffy points. By way of an example assume that we 
want to re run the analysis omitting the point (202, 1296) which has a high value for most of the influence 
measures. Lets consider how we would do this in both SPSS and R. 

In SPSS  

To carry out an analysis omitting particular values in SPSS you use the Data -> select cases menu option and 
then enter your criteria, the screen 
shots below demonstrate the process.  

 

 

 

 

 

 

You can also achieve the same effect in 
R  as the following screen shot 
demonstrates. 

After you have selected your subset of 
cases you want to include you just 
need to repeat your analysis Rather 
than report the new results here I will 
do so for the R equivalent process. 

 

In R 

In R you follow a similar strategy.  

 
 

 

 

Instead of using the ~= symbol in SPSS to 
indicate not equal to we now use the R 
equivalent != symbol.  

By removing the point notice that R squared is 
now .6871 with a p value of .0001 compared to 
a R squared value of .58 (p value .001), a 10% 
improvement where the resultant equation is 
now: 

ŷi=9.033 + 0.279 · xi   

Notice how much the intercept term have changed (you can see its vulnerability by noting is high standard 
error) suggesting that the values near x =0 are not that reliable.   

#create  a new model  called 'model2' by updating 
the old one and using the 
# subset of points where cancer does not (i.e !=) 
equal 40 
model2<- update(model, subset = (cancer != 202)) 
# get the results for the new model 
summary(model2) 
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10. Sample Data Assumptions 
In our simple regression model both the X and Y variables must be interval or ratio data this is in contrast to 
regression techniques we come across latter that work with nominal and ordinal data.  

Also there is an assumption that the X values are measured without error (remember that the error in our 
model is for the Y value only). Besides these two assumptions there are four other important ones (Daniel 
1991 p.368):  

L Linearity - the relationship modelled is straight i.e. not curved, asymptotic or cyclic etc. 
I Independence - each y value is independent 
N Normality - for each value of X there is a distribution of y values, each of which is normally  
              distributed, 
E Equal Variances for each value of X there is a distribution of y values the variance of which is  
               constant  of all values of X. This is called the homoscedasticity assumption. In contrast if the 
               variance changes along the x scale the data are said to show heteroscedasticity and will  
               affect the validity of the regression results.   

These assumptions can be shown graphically: 

 

As in the cancer / smoking example you will find that often people produce regression equations with a small 
number of observations, resulting in a large number of 'x' values with no observations which means it is 
impossible to check the above assumptions We just hope they hold. Another danger is excessive 
extrapolation, by extending the predicted y values beyond the observed x values.  

To facilitate the checking of the Normality and equal variance assumptions most statistical applications 
provide a ‘regression diagnostic’ option. Let's see how this is done in SPSS and R. 

 

  

Y 

X 

Linear (1) 

Independence (y values) 
 

Normally distributed (3) 

Equal variance (4) 
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11. Regression Diagnostics 
The term regression diagnostics has a variety of meanings some authors use the term to include the 
Influence, Distance and Leverage measures whereas others only include a subset of them. I will use it in a 
pragmatic manner, basically describing what you get from R when you use the simple command plot(model). 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The standardised Residuals versus Leverage plot above shows the standardized residuals as a function of 
leverage, along with Cook’s distance for each of the observed values of the response variable. The point of 
this plot is to highlight those y values that have the biggest effect on the regression equation. You can see 
that point number 1 has the highest leverage, and is also quite influential as it is close to the Cook’s distance 
contour of 0.5.  Points 16 and 8 have similar characteristics.    
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Early versions of R produced by default, simply  the Cook’s distance 
for each case for the fourth plot. You can now obtain it using the 
command:  

plot(model, which = 4)  
# R uses by default:  which = c(1:3,5),  
 
R provides 6 possible plots of which, we have seen 5, number 6 is a 
plot of Cook's distances against leverage/(1-leverage).   

You can use the Cook’s distance observation number plot to also 
help suggest which cases to drop. The previous section “Leaving out 
the iffy points in the analysis” describes how you can use the R 
subscript function to link the observation number with the X,Y 
values. 

In SPSS 

In SPSS you make use of the ‘plots’ button in the linear regression dialog box. Once in the plots dialog box 
you will notice several variables with 
asterisks beside them ‘Z’ at the beginning 
of one indicates it is a standardised score. 
Plotting the standardised residual against 
the standardised predicted score gives us 
the equivalent to the residual versus 
fitted plot in R described above. 

For more details about the other variables 
either look at SPSS help or Field 2009 
(p,215, p.247-50) or Miles & Shevlin 2001. 

  

 

As you can see from the above many of 
the plots and influence statistics give similar 
answers as would be expected .  The important 
thing is that you do not perform unnecessary data 
cleaning to get the perfect model. Data cleaning is 
a delicate process that can become an obsession, 
remember a good dataset often needs none or 
very little.   

 

 

 

 

 

Exercise. 3. 

For more details about regression diagnostics see; http://www.statmethods.net/stats/rdiagnostics.html  
 

  

5 10 15

0.
0

0.
1

0.
2

0.
3

0.
4

Obs. number

C
oo

k'
s 

di
st

an
ce Cook's distance

8

1

16

mailto:robin@organplayers.co.uk
http://www.statmethods.net/stats/rdiagnostics.html


Simple Regression 

Robin Beaumont robin@organplayers.co.uk  D:\web_sites_mine\HIcourseweb new\stats\basics\part11.docx                   page 22 of 36 

12. Dangers of Regression 
Firstly, all the problems associated with correlation equally apply to regression along with the 'Line' issues 
discussed earlier.   I feel it is important to reiterate three aspects: 

• Extrapolation beyond appropriate range 
• Sub groups ignored 
• Correlation is not causation  

Extrapolation beyond an appropriate range may appear obvious but often is ignored. For example often 
values are seriously considered such as when the dependent variable is zero which would never occur in real 
life, is there any country in the world with a zero cigarette consumption? Another form of inappropriate 
extrapolation is when the researcher uses the regression equation on a group which was not included in the 
sample which was used to develop the regression model. For example suppose we investigated suicide levels 
in 20 to 50 year olds but then used this data to predict suicide rates in those aged 18 or 70 years. Looking at 
the graph below we can see what erroneous conclusion we would arrive at, the distribution seems to follow 
a 'U shaped curve with the highest levels in early adulthood and then again on old age. See Suicide in 
Micronesia: A Systematic Review by Mao-Sheng Ran available at: 
http://www.primarypsychiatry.com/aspx/articledetail.aspx?articleid=1345  

 

 

Mao-Sheng Ran also discusses the importance of considering various sub groups including ethnicity, gender 
and age. Interestingly the UK, as does Canada, follows more closely the 'U' shaped distribution in contrast to 
the USA shape which seems to be rather unique? 

The history of the smoking / lung cancer controversy is fascinating, with hindsight you all will have 
interpreted the scatterplots presented in this chapter as a clear indication of the affect smoking has on the 
incidence of lung cancer, however in the 1950's many arguments were given suggesting that this simple 
causal relationship was not valid. Most notably the famous Sir Ronald Fisher (possibly the greatest statistician 

of the 20th century) suggested that 
a third variable was possibly to 
blame, a genetic predisposition 
which both caused certain people 
to get more pleasure from smoking 
(and making them smoke) and 
ALSO increase the risk of 
developing lung cancer, you can 
think of this in the form of a simple 
diagram. Such a intervening 
variable is called a confounder. For 
more details see Cohen & Cohen et 
al 2003 (p.75-79). 

  

From http://www.phac-aspc.gc.ca/publicat/miic-mmac/chap_7-eng.php 

Lung cancer Smoking 

Lung cancer Smoking 

Lung cancer 

Smoking 

Associated/correlate
 

Smoking causes lung cancer 

Lung cancer Smoking 
Lung cancer causes smoking  

Genetic factor 

Genetic factor  causes lung cancer  

Genetic factor  causes smoking  

Confounder 
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Exercise. 4. 

Sir Ronald Fisher (who was an avid pipe smoker) came up with a large number of valid questions concerning 
the original smoking lung cancer research which needed answering before one could move from describing 
an association to some type of causal relationship. 

Please read the following article by him: 

http://digital.library.adelaide.edu.au/dspace/bitstream/2440/15276/1/274.pdf you can also find the paper 
along with Fishers other smoking papers at:  http://www.york.ac.uk/depts/maths/histstat/smoking.htm 

The original paper developing the association between lung cancer and smoking was by Sir Bradford-Hill and 
Sir William Doll, in the 1960's the "Bradford-Hill" criteria was developed for determining a causal association. 

The list of the criteria is as follows 

1. Strength 
2. Consistency 
3. Specificity 
4. Temporal relationship (Temporality) 
5. Biological gradient (Dose-response relationship) 
6. Plausibility (Biological plausibility) 
7. Coherence 
8. Experiment 
9. Analogy (Consideration of alternate explanations) 

You can find Bradford-Hill's original 1965 essay explaining the above criteria at: 
http://www.edwardtufte.com/tufte/hill please read it checking that you understand each of the above 
criteria. 

A one page history of the lung cancer smoking controversy can be found at: 

http://www.open2.net/sciencetechnologynature/maths/howknowcigarettes.html  

 

 

13. A strategy for a simple regression analysis 
Daniel 1991 (p.411) provides a clear simple regression strategy: 

1. Identify the model – The researcher must use appropriate variables for the analysis, if it is an 
observational study the researcher will decide which is the predictor variable and which is the 
criterion. You might need to apply some type of data transformation the achieve linearity. 

2. Review regression assumptions – The validity of the conclusions from the analysis depends upon the 
appropriateness of the model (appropriate data types, variables and x values accurate), and  the 
'LINE' assumptions.  In others words statistical validity needs to be considered. 

3. Obtain the regression equation 
4. Evaluate the regression equation – ANOVA table, R2 and b, along with their SEM and associated p-

values. Accept or reject null hypothesis.  Confidence and Prediction intervals.  Regression diagnostics 
to Identify possible values that need further investigation or removing from analysis (data cleaning).   

5. Use the equation – Compare observed with predicted values (residuals again!). Consider sensible 
minimum and maximum X values for which the equation is valid.    
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14. Multiple Choice Questions 

1. The aim of simple linear regression is to?  (one correct choice) 

a. Minimise the sum of vertical (y) errors (residuals), using the least squares method that creates model parameters (α, β) that 
maximises the likelihood of the observed data. 

b. Minimise the sum of squared horizontal (x) errors (residuals), using the least squares method that creates model 
parameters (α, β) that maximises the likelihood of the observed data. 

c. Maximise the sum of squared vertical (y) errors (residuals), using the least squares method that creates model parameters 
(α, β) that maximises the likelihood of the observed data. 

d. Minimise the sum of squared vertical (y) errors (residuals), using the least squares method that creates model parameters 
(α, β) that maximises the likelihood of the observed data. 

e. Minimise the sum of squared vertical (y) errors (residuals), using the least squares method that creates model parameters 
(α, β) that minimises the likelihood of the observed data. 

f.  
2. The dependent variable in simple linear regression is also called the?  (one correct choice) 

a. Criterion or response or item 
b. Criterion or response or causal 
c. Criterion or response or explanatory 
d. Explanatory or predictor or independent 
e. Criterion or response or outcome 

 

3. In the simple linear regression equation y=ax+bx + e  which of the following correctly describes the equation? (one correct choice) 

a. a=intercept, b=slope, e= random error with mean zero, unknown distribution 
b. a= slope, b=intercept, e= normally distributed random error with mean zero 
c. a=intercept, b=slope, e= normally distributed random error with mean zero 
d. a=intercept, b=slope, e= normally distributed random error with mean equal to mean of x variable 
e. a= slope, b=intercept, e= random error with mean zero, unknown distribution 

 

4.  The term 'simple' in simple linear regression is because? (one correct choice) 

a. There are no independent variables 
b. There is one independent variable 
c. There is more than one independent variable 
d. There are multiple dependent and independent variables 
e. The dependent variable is dichotomous 
f.  

5.  The one parameter model in simple linear regression attempts to? (one correct choice) 

a. Fit the data to the mean value of the dependent variable 
b. Fit the data to the mean value of the independent variable 
c. Fit the data within the 95% CI limit, by transforming the x values 
d. Fit the data, by transforming the x values to z scores 
e. Fit the data by using both intercept and slope parameters 
f.  

6.  In simple linear regression the total sum of squares is divided into two components, what are they? (one correct choice) 

a. Error and group 
b. Error and mean 
c. Error and correlational 
d. Error and regression  
e. Error and interaction 

 
7.  In simple linear regression the model is assessed by two methods, which happen to be equivalent in this case, what are they? (one 
correct choice) 

a. Anova table (F ratio) and means for each parameter estimate 
b. Chi square and t statistics for each parameter estimate 
c. Chi square and t statistics for each parameter estimate 
d. Anova table (F ratio) and t statistic for first parameter estimate 
e. Anova table (F ratio) and t statistics for each parameter estimate 
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8.  In simple linear regression it is possible to calculate two intervals along the line, one is the confidence interval (also called the 
mean prediction interval) and the other is the (individual) prediction interval. For a given tolerance level one is closer to the 
regression line and the other more distant, in which order are they?  (one correct choice) 

a. Prediction interval closer; Confidence interval further away 
b. Confidence interval closer; prediction interval further away  
c. Confidence interval and prediction interval together (because same %) 
d. Confidence interval closer initially then crosses over at mean x value 
e. Prediction interval closer initially then crosses over at mean x value 
 

9.  In simple linear regression the model is assessed by various influence statistics. Which of the following is NOT a reason for using 
them? (one correct choice) 

a. Identify unduly influential points that affect the regression line  
b. Identify invalid points due to data entry error 
c. Identify points that you may wish to omit from a subsequent analysis 
d. Identify points that are the furthest away from the regression line  
e. Identify points that may belong to a subgroup 
 

10.  Simple linear regression  has a number of sample data assumptions,  what are they? (one correct choice) 

a. Linearity, Independence, Normality, Unequal variance 
b. Linearity, Independence, non-normality, Equal variance 
c. Linearity, Independence, Normality, Equal variance 
d. Linearity, Independence, Normality, Unequal range between x and y variables 
e. Linearity, Independence, Normality, Unequal variance 
 

11.  In Simple linear regression a process of regression diagnostics is carried out, for what two purposes is this undertaken, for the 
assessment of . . .? (two correct choices) 

a. Normality of residuals  
b. Normal distribution of independent (predictor) variable   
c. Normal distribution of dependent (outcome) variable   
d. Equal variance over y axis range 
e. Equal variance over x axis range 
f. Equal variance between independent and dependent variables 
g. Purpose not given above 
 

12.  While Simple linear regression can demonstrate a mathematical relationship between two variables, to demonstrate causality 
one needs to consider an additional set of criteria, by what name do these criteria go under? (one correct choice) 

a. Bradford-Hill criteria (1965)  
b. Bevan-Hill criteria (1965) 
c. Brewis-Hill criteria (1965) 
d. Banford-Hill criteria (1965) 
e. Barkley-Hill criteria (1965) 

 

13.  The following simple regression analysis using data from Daniel 1991, p.426. Concerns a set of patients with essential 
hypertension. The measurements are systolic blood pressure (systolBP) and body sodium (sodium). There is a hypothesised 
relationship between systolic BP (dependent/outcome variable) and body sodium (predictor).   
How many subjects where there in the data set (one correct choice): 
 

a. 547 
b. 1 
c. 1048 
d. 1049 
e. 1050 
f. 2098 
g. unable to calculate from information supplied  
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14.  The following simple regression analysis using data from Daniel 1991, p.426. Concerns a set of patients with essential 
hypertension. The measurements are systolic blood pressure (systolBP) and body sodium (sodium). There is a hypothesised 
relationship between systolic BP (dependent/outcome variable) and body sodium (predictor).   

 
a. What does the R square value indicate for the model 

(one correct choice): 
b.  
c. that 54.6% of the variability in the sodium scores is 

accounted for by the model 
d. that 54.6% of the variability in the systolic blood 

pressure scores is accounted for by the model 
e. that 54.6% of the variability in the co-variation between 

systolic blood pressure and sodium scores is accounted 
for by the model 

f. that 54.6% of the variability in the sodium values is 
found in the systolic blood pressure measurements 

g. None of the above 
 
 
 

 
 

15.  The following simple regression analysis using data from Daniel 
1991, p.426. Concerns a set of patients with essential hypertension. 
The measurements are systolic blood pressure (systolBP) and body 
sodium (sodium). There is a hypothesised relationship between 
systolic BP (dependent/outcome variable) and body sodium 
(predictor).   
What does the b (=B in the output) value of 1.242 indicate for the 
model (one correct choice):  

 
a. a one unit increase in body sodium is associated with a 

1.242 increase in systolic blood pressure 
b. a one unit increase in systolic blood pressure is associated 

with a 1.242 increase in body sodium 
c. a one standard deviation increase in body sodium is 

associated with a 1.242 increase in systolic blood pressure 
d. a one unit increase in systolic blood pressure is associated 

with a 1.242 standard deviation increase in body sodium 
e. a one standard deviation increase in systolic blood pressure is associated with a 1.242 standard deviation increase in body 

sodium 
 
 
 

16.  The following simple regression analysis using data from Daniel 1991, p.426. Concerns a set of patients with essential 
hypertension. The measurements are systolic blood pressure (systolBP) and body sodium (sodium). There is a hypothesised 
relationship between systolic BP (dependent/outcome variable) and body sodium (predictor).   
 
What does the Beta (=β) value of 0.739 indicate for the 
model (one correct choice):  

 
a. a one unit increase in body sodium is associated 

with a 0.739 increase in systolic blood pressure 
b. a one unit increase in systolic blood pressure is 

associated with a 0.739 increase in body sodium 
c. a one standard deviation increase in body sodium 

is associated with a 0.739 increase in systolic blood 
pressure 

d. a one unit increase in systolic blood pressure is 
associated with a 0.739 standard deviation 
increase in body sodium 

e. a one standard deviation increase in systolic blood 
pressure is associated with a 0.739  standard 
deviation increase in body sodium 
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17.  The following simple regression analysis using data from Daniel 1991, p.426. Concerns a set of patients with essential 
hypertension. The measurements are systolic blood pressure (systolBP) and body sodium (sodium). There is a hypothesised 
relationship between systolic BP (dependent/outcome variable) and body sodium (predictor).   
 
Both P-values (sig.) in the coefficients table indicate (one 
correct choice):  

 
a. the value is exactly zero  
b. the associated t value is statistically insignificant 
c. the p-value is within the critical region of the 

associated pdf 
d. the p-value is equal to the critical value 
e. the computer was unable to calculate a p-value in 

this instance 
 
 
 
 
 
 
 
 
 

18.  A researcher has compared two methods of recording diastolic blood pressure and has carried out a simple regression analysis 
and also drawn a scatterplot.  Which of the following comments is not correct (one correct choice):  

 
a. a standard regression line does not show clearly the possibility of bias within different ranges 
b. a line of x=y would be appropriate to display in this situation 
c. the correlation obtained from the model provides a measure of agreement between the two measures  
d. It is necessary to use the intraclass correlation in this situation 
e. the Bland Altman plot is an appropriate way of displaying the data 
f. a boxplot of the two distributions is essential in this situation 

 
19.  A recent study (Frazao & Golan, evidence-based healthcare and public health, vol 9, 2005 p.104-7), divided a sample of 837 
French adults into 5 groups (quintiles) depending upon energy intake (lowest to highest) and carried out separate regression analyses 
for each. After pointing out that diets high in fats and sugars (bad for our health) are more affordable than diets high in fruit and 
vegetables (good for health) reported, "Every extra 100g of fats and sweets eaten decreased diet cost by 0.05 to 0.4 Euros 
(depending upon quintile), whereas every extra 100 g of fruit and vegetables eaten increased diet costs by 0.18 to 0.29 Euros 
(depending upon quintile)".  Assume that the intercept value is approximately 4 Euro/day for all regression analyses.    [adapted from 
Agresti & Finlay 2009 p.296]. 
Which of the following is incorrect (select one): 

 
a. All the regression lines will pass through the point (mean x, mean y) were mean X might be different for each quintile. 
b. Diet cost Euro a day = 4 - 0.05 x( fat & sweat intake g/day)  for lowest quintile 
c. Diet cost Euro a day = 4 + 0.18 x(fruit and vegetables intake 100g/day) for lowest quintile 
d. Diet cost Euro a day = 4 + 0.4 x(fruit and vegetables intake 100g/day) for top quintile 
e. Diet cost Euro a day = 4 + 0.29 x( fat & sweat intake g/day)  for top quintile 
f. Diet cost Euro a day = 4 - 0.29 x( fat & sweat intake g/day)  for top quintile 
 

20.  A recent study (Frazao & Golan, evidence-based healthcare and public health, vol 9, 2005 p.104-7), divided a sample of 837 
French adults into 5 groups (quintiles) depending upon energy intake (lowest to highest) and carried out separate regression analyses 
for each. After pointing out that diets high in fats and sugars (bad for our health) are more affordable than diets high in fruit and 
vegetables (good for health) reported, "Every extra 100g of fats and sweets eaten decreased diet cost by 0.05 to 0.4 Euros 
(depending upon quintile), whereas every extra 100 g of fruit and vegetables eaten increased diet costs by 0.18 to 0.29 Euros 
(depending upon quintile)".  Assume that the intercept value is approximately 4 Euro/day for all regression analyses.    [adapted from 
Agresti & Finlay 2009 p.296]. 

 
The above report lacks much essential information one would expect, which of the following is not part of that requirement (select 
one): 

 
a. confidence intervals and or P-values for each parameter estimate 
b. means and standard deviations of Diet cost Euro a day for each quintile 
c. overall model fit (R squared) 
d. scatterplot with the regression line and CI  for each quintile 
e. Brief mention of Statistical software used to produce the results 
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15. R commander tutorial - another dataset 
I have used here the example  from Harris & Taylor 2008, page 55 describing 12 HbA1c and fasting blood 
glucose measurements taken from 12 diabetic subjects which we used in the correlation chapter. 
  

15.1 Preliminaries 
Carry out the steps described in the Correlation chapter, section 8.1 Carrying out correlation - doing it in R 
Commander Correlation chapter in the Preliminaries section page 17 by the end of which you will have a 
dataframe called mydataframe consisting of the above 12 observations. 

15.2 Doing it in R commander 
 

To carry out the regression analysis in R Commander choose 
the R commander menu option: 

Statistics-> Fit models -> Linear regression 

In the Linear regression box you need to give the model a 
name and I have called it hba1c_model, you need also to 
select both the response (outcome/dependent) variable and 
the explanatory(input/independent) variable.   

Click OK 

 

The results are shown below.  

Please note that while the gradient value is the same as that 
reported in MSME page 55 the intercept value is slightly 
lower at 2.9 instead of 3.2. This is because I guessed the 
values from the scatter plot in MSME on page 55.  

 

 

 

 

 

 

 

 

 

a residual is the difference between the observed and model calculated value, 
smaller the value better the fit 

the two values calculated for the model, the intercept and the gradient. 
Pr(>|t|) is the  p-value 

R squared value is considered by some to be the % of variability in the data that 
is taken into account by the model  

F value = overall fit This is not relevant in simple regression - ignore 
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15.3 Visualizing the line of best fit 
To see the actual data along with the line of best fit choose the R commander menu option: 

Graphs -> Scatterplot 

Complete the scatterplot dialog box as shown opposite which 
produces the following scatterplot with line of best fit.  

 

 

 

 

 

 

 

 

 

15.4 Diagnostics 
While it is all well and good carrying out a regression analysis the 
validity of the model is dependent upon many assumptions 
concerning the data you provided it with. R commander provides a 
quick way of assessing some of these assumptions select the R 
commander menu option: 

Models -> Graphs-> Basic diagnostic plots 

This results in a number of graphs, described earlier in the chapter. 
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15.5 Obtaining confidence intervals 
Many journals require you to report confidence intervals for 
any values (technically called parameters) produced from a 
model. In R Commander you obtain these by selecting the R 
commander menu option:  

Models -> Confidence intervals 

The results are shown opposite.  

It is best to avoid using the minus sign to indicate the 
lower/upper values, instead use the word 'to'. For example 
fastBG (95% CI 0.291 to 0.626) is better than fastBG (95% CI 
0.291 - 0.626) 

 

 

 

 

15.6 Drawing confidence /prediction intervals 
The easiest way to do this is to find a R package that does it for you and 
luckily there is such a package, UsingR. To install and load it type the 
following command into the main R console window. 

install.packages("UsingR", dependencies=TRUE) 
library(UsingR) 

To produce a scatterplot with both confidence and prediction intervals 
type the following in the R console window: 

simple.lm(mydataframe$fastingBG, mydataframe$HBA1C, show.ci=TRUE) 

The closer ones are the confidence intervals and the wider ones are the 
prediction intervals. 
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15.7 Doing it in R directly 
You first need to load the dataset into R with the following command: 

mydataframe <- read.delim("http://www.robin-
beaumont.co.uk/virtualclassroom/book2data/regression1.dat", header=TRUE) 

names(mydataframe) 

mydataframe 

Now create the regression model: 

hba1c_model <- lm(HBA1C~fastingBG, data=mydataframe) 

 

summary(hba1c_model) 

Now to get the confidence intervals of the model values: 

Confint(hba1c_model, level=0.95) 

Finally to get the scatterplot and line of best fit: 

 

scatterplot(fastingBG~HBA1C, reg.line=lm, smooth=FALSE, spread=FALSE, 
boxplots=FALSE, span=0.5, data=mydataframe) 

 

 

15.8 Confidence interval for R squared 
Although we have produced confidence intervals 
for the model values we have not done so for the R 
squared value. To do this we need to use the 
CI.Rsqlm command from within the psychometric 
package, to install and load this package type the 
following into the R console:   

 

install.packages("psychometric", dependencies=TRUE) 
library(psychometric) 
CI.Rsqlm(hba1c_model ) 

One important thing to note from the documentation accompanying the psychometric package is that the 
limits are approximations which tend to be accurate only with a sample size of more than 60 so we should be 
very careful about interpreting these values with our small sample of 12. 

my model object 

produce a linear model HBA1C=outcome fastingBG = input use the variables in mydataframe 

get the data into R and call 
it mydataframe 

check the data by: 

showing the column names 

show the data 

get the results 

Request a scatterplot 

the regression equation 
straight regression 
line type 

use the variables in mydataframe 

I don't want all these other options, 
therefore set them to FALSE 
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15.9 Writing up the results 
12 HbA1c and fasting blood glucose measurements were obtained from 12 diabetic subjects with the aim to 
produce a regression model predicting HbA1c level given Fasting blood glucose level. The regression 
equation produced a adjusted R squared value of .767 indicating that  76.7% of the variability in the dataset 
is accounted for by the model. The model produced the following  results: 

 R2 (adjusted 95% CI) B (95% CI) SE B P-value 

 0.78  
(.62 to .94)    

Constant 
(intercept)  2.96  

(1.00 to 4.92) 0.88 .007 

Fasting Blood 
Glucose  0.45  

(0.29 to 0.62 0.07 <.001 

 

I would also include a plot of the points along with the line of best fit and the CI and prediction intervals. 

Things to note: 

• <.001? - The p-value for the Fasting blood glucose variable I have given as ' <.001' 
indicating that it is less than 0.001 this is because in the results it is 0.000115. I have 
done this as it is normal to present results in a table to a consistent number of decimal 
places, usually 2 to 4, here I have gone for two decimal places for the values and CI's and 
3 for the p-values. 

• The value of 0.45 for the Fasting blood glucose level indicates that from the model a 
increase of one mmol/l in this value  predicts a increase of  0.45 in the HbA1c value. This 
can be confusing as you would think the value associated with it would relate directly to 
that variable not the outcome. 

• Standardised beta (β) values are often reported and these are the values of our B's but 
after transforming the data to standardised scores.  You can obtain these values using 
the lm.beta() function within the QuantPsyc  package (Field et all 2012, p.283). If there is 
only one input variable in the regression equation,  the single standardised beta value is 
equal to the correlation between the input and output variable. This is because 
standardising the scores makes the intercept vanish (i.e. equals zero).   
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16. Summary 
This chapter which was concerned with  'simple linear regression' began by describing how it is the process 
of minimising the squared vertical residuals, the maximum likelihood estimate to produce a straight line 
through a set of data. The two main uses of regression were described that of estimation and that of 
prediction along with various names that are used for the predictor/independent and criterion/dependent 
variables.   

The simple regression equation was introduced ŷi=a+bxi  along with its various sums of squares and the 
associated mean squares.  The importance and usefulness of the SST=SSR+SSE relationship was described 
along with their relationship to R2, the coefficient of determination and the F distribution.  It was 
demonstrated how for the simple regression model how the overall model fit analysis, by way of the ANOVA 
table, and the t statistic formed from b and its standard error were equivalent.  A decision rule was defined 
along with a clear interpretation of the P value.   

Practically a very small dataset consisting of lung cancer rates and incidence of smoking was used to 
demonstrate how to carry out a simple regression analysis in SPSS and R. The output from the programs was 
discussed including, use of the intercept and b coefficient, as well as its standardised value, beta (β).  
Confidence and prediction intervals were discussed and the graphical equivalents demonstrated.  

The concept of Influence was introduced with how it relates to both residual derived (distance) and Leverage 
measures.  Their production in both SPSS and R was demonstrated along with how the results can be used to 
carry out subsequent analyses omitting certain points. 

The set of assumptions necessary to ensure a valid regression were introduced by way of the LINE acronym 
(Linearity, Independence, Normality, Equal variance) along with the use and production of Regression 
Diagnostics which demonstrated how various plots such as, standardised residuals, leverage and cook's 
distances, could be used for their assessment.  

Certain dangers of regression analysis were spelt out such as extrapolation beyond an appropriate range, 
ignoring important subgroups and inappropriately inferring causation from correlation. It was found that 
even the greatest of statisticians was not immune from misinterpreting regression analysis, and an extended 
exercise investigated the arguments around the lung cancer smoking debate and the subsequent 
development of the Bradford-Hill criteria for determining a causal association. 

Finally a strategy was given for carrying out a simple regression analysis. 

This chapter has introduced a great deal of material, much more that is usually done when discussing simple 
regression, but I feel this is important as many of the issues presented are just as important when evaluating 
simple regression as when considering more advanced models such as multiple regression where several 
dependent variables are involved.  
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18. Appendix A r code 
cancer <- c(461, 433, 380, 276, 254, 236, 216, 202, 179, 177, 176, 140, 110, 89, 77, 40) 
cigs <- c(1378, 1662, 960, 632, 1066, 706, 478, 1296, 465, 504, 760, 585, 455, 388, 359, 
723) 
cigs_mortality<-data.frame(cbind(cancer,cigs)) 
names(cigs_mortality) 
 
#simple scatterplot 
plot(cigs_mortality$cigs, cigs_mortality$cancer, pch=16, xlab="cigarette consumption 
p.p. 1930", ylab="lung cancer per million") 
# add regression line 
abline(lm(cancer~cigs))  
# if you define the model first use (model[1],model[2]) #intercept, slope 
 
# 'lm' means linear model y~x 
model<-lm(cancer ~ cigs) 
summary(model) 
summary.aov(model) 
 
#easy way to draw ci and prediction intervals, use a package 
# install.packages ("UsingR") 
# use package 
library("UsingR") 
#call the usingR function to draw scatterplot with confidence/prediction intervals  
simple.lm(cigs,cancer,show.ci=TRUE,conf.level=0.90) 
 
#to obtain the actual CI/prediction values in a list 
predict(model, interval = "prediction",level=.95) 
 
######################################################## 
# diagnostics 
# drawing four charts in one window 
par(mfrow=c(2,2)) 
# regression diagnostics 
plot(model) 
# to revert back to one graph per screen use: par(mfrow=c(1,1)) 
 
#example of omitting iffy point(s) identified above 
#technique taken from Crawley 2005 p.144 
#know point 1 is iffy 
#in R can refer to it by subscripts: 
cancer[8];cigs[8] 
#create a new model called 'model2' by updating the old one and using the 
# subset of points where cancer does not (i.e !=) equal 40 
model2<- update(model, subset = (cancer != 202)) 
# get the results for the new model 
summary(model2) 
 
############################################################## 
# This section is for drawing the various plots showing the residuals  
# and squared residuals not necessary only for teaching 
 
#simple model scatterplot with y mean and errors (equal to SST also called SSY) 
plot(cigs_mortality$cigs, cigs_mortality$cancer, pch=16, xlab="cigarette consumption 
p.p. 1930", ylab="lung cancer per million") 
abline(h=mean(cigs_mortality$cancer)) 
#lines(c(x,x),c(y,y)) to add the error lines 
datalength<-length(cigs_mortality$cancer) 
for (i in 1:datalength) 
lines(c(cigs_mortality$cigs[i],cigs_mortality$cigs[i]),c(cigs_mortality$cancer[i], 
mean(cigs_mortality$cancer))) 
#now add some text 
text(850, 450, "residuals from y mean – the one parameter model") 
 
#to get a list of the residuals 
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fitted<-predict(lm(cancer~cigs)) 
fitted 
 
############################################# 
# This section uses the car package  
# for scatterplots with more options 
# see http://www.statmethods.net/graphs/scatterplot.html 
# for details 
 
library(car)  # note the lower case 'l'  
## scatterplot with regression line 
scatterplot(cancer~cigs, smooth=FALSE, labels=FALSE, boxplots=FALSE,  
 span=0.5, xlab="cigarette consumption p.p. 1930", ylab="lung cancer per million", 
cex=1.3, cex.axis=1.3, cex.lab=1.3,  
pch=16, data=cigs_mortality) 
 
############################################################## 
# this section uses the RcmdrPlugin.HH library to draw the  residuals and squared   
# residuals  This is not ment for students but only to be able to reproduce the graphs  
# pedagogical puposes. 
## scatterplot with regression line and vertical residuals  
## the library HH needs to be included to allow the use of regr1.plot 
library(RcmdrPlugin.HH) 
regr1.plot(x=cigs_mortality$cigs, y=cigs_mortality$cancer, resid.plot='line',  
  xlab="cigarette consumption p.p. 1930", ylab="lung cancer per million", cex=1.3, 
xlim=c(210, 1690),  
  ylim=c(40, 461), main='Model and residuals') 
 
## scatterplot with regression line and squared residuals  
regr1.plot(x=cigs_mortality$cigs, y=cigs_mortality$cancer, resid.plot='square',  
  xlab="cigarette consumption p.p. 1930", ylab="lung cancer per million", cex=1.3, 
xlim=c(210, 1690),  
  ylim=c(40, 461), main='Model and residuals') 
 
 

19. Appendix B obtaining F probabilities and distributions 
An easy way to obtain a f distribution use the library(Rcmdr) command in R to bring up the R commander 
window, then follow the screenshot below. 
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