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How  this  chapter  sh ould  be u sed:  
This chapter has been designed to be suitable for both web based and face-to-face teaching. The text has 
been made to be as interactive as possible with exercises, Multiple Choice Questions (MCQs) and web 
based exercises.  

If you are using this chapter as part of a web-based course you are urged to use the online discussion board 
to discuss the issues raised in this chapter and share your solutions with other students. 

This chapter is part of a series see: 
http://www.robin-beaumont.co.uk/virtualclassroom/contents.htm  

Who this  chapter  is  aimed  at:  
This chapter is aimed at those people who want to learn more about statistics in a practical way. It is the 
eighth in the series.  

 

I hope you enjoy working through this chapter.    Robin Beaumont 
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1. Non-Parametric / Distribution Free Statistics – when to use them 

In this chapter we will consider how by converting our original interval/ratio data to ranks, or using ordinal 
data, we can remove the normality constraint we needed when using the various t statistics. Remember 
that both the paired and independent t statistic require that either difference or sample scores are 
normally distributed.  

In the previous chapters a great deal was made about the assumption that samples and the populations 
from which they come were normally distributed. But how can we be sure? This question has plagued a 
large number of researchers and differences of opinion as to how important this assumption is constantly 
varies. Whose statisticians which believe that it is too great a risk to ignore this assumption have developed 
a set of statistics which do not rely upon the sample being taken from a normal distribution. These statistics 
are therefore called non-parametric or distribution free as the distribution of the parent population is 
either assumed to be unknown or unable to be described by one or more parameters (remember the mean 
and standard deviation parameters used to define our normal distribution or the degrees of freedom to 
define the t distribution).  

 
Besides using these non-parametric statistics when the normality assumption may not be met they are 
often used when the scale of measurement is ordinal. In fact these statistics have been developed in such a 
way that the level of measurement is assumed to be only ordinal and we will see that these statistics are 
based on calculating various ranks and are therefore often called Rank Order Statistics.  
A third reason often given for the use of  non parametric statistics is when you have a small sample size, say 
less than 20, however as Bland points out (Bland 2000) p226: 
 
“There is a common misconception that when the number of observations is very small, usually said to be less than six, 
Normal distribution methods such as t tests and regression must not be used and that rank methods should be used 
instead. For such small samples rank tests cannot produce any significance at the usual 5% level. Should one need 
statistical analysis of such small samples, Normal methods are required.” 
 
So I would say that non normal distributions and Ordinal data dictate their use rather than small sample 
size. 
 
We will consider in this chapter two non parametric statistics: 
 

Parametric Similar Non -parametric 
Paired Samples t Statistic Wilcoxon 

Independent Samples Statistic Mann Whitney U 

 
Although the placement of the above statistics  suggests that the paired samples t statistic is comparable to 
the Wilcoxon statistic it should not be assumed that they are equivalent and this will become more evident 
as we investigate each in turn. However before we do that we will consider once again the process of 
ranking data and the effect this has upon the original scores. 
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1.1 Ranking Data 

The process of ordering data and assigning a numerical value is called Ranking. Let's take an example by 
considering the following numbers:   5, 3, 8, 1, 10 
Ranking them from smallest to largest and assigning a value to each ‘the rank’ would produce the following 
result: 
 
 

5 
3 
8 
1 

10 

Original data 
5 

3 

8 

1 

10 

Original           Ranking 

1 

2 

3 

4 

5 

1 

2 
3 

4 

5 

Rankings 

 
What do we do if we have the situation of tied scores (ties)  i.e. two, or more, with the same value? 

Example: Consider the following numbers 5, 3, 8, 3, 1, 3, 10 
Placing them in order of magnitude:   10, 8, 5, 3, 3, 3, 1,  We note that there are three 
3s. These are equivalent to the ranked scores or the 4th, 5th and 6th score. We 
therefore allocate the average of these ranks (i.e. 4 + 5 + 6 / 3  =  5) to each of them. 
    
 
 
 

 
 

1.2 Magnitude and Ranking 

Now considering the following example instead of one set of data consider the two given below. Notice 
that increasing the magnitude of the lowest and highest scores has not affect on their rankings. Therefore 
by ranking our data we have lost the importance of magnitude in the original dataset.   

 
 

5 
3 
8 
1 

10 

Original data 1 
5 

3 

8 

1 

10 

Originals           Ranking 

1 

2 

3 

4 

5 

1 

2 
3 

4 

5 

Rankings 

5 
3 
8 
-10 

25 

Original data 2 

5 

3 

8 

-10 

25 

 
 
By ranking our data we lose the magnitude of each and are just left with the order. 
  

Score (ordered) Rank 

10 1 

8 2 

5 3 

3 5 

3 5 

3 5 

1 7 
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2. The paired situation - Wilcoxon matched-pairs statistic 

Let's consider an example. 

From a group of newly enrolled members to a exercise gym 6 were randomly chosen and asked to indicate 
on a scale of one to ten how satisfied they were with their 
personal trainer both after an initial session and again 
after two months. The results are shown opposite. 

 

 

To get a feel for the data we will consider some graphical 
summaries. Boxplots are a good way of seeing the 
distribution of both the pre post and the all important 
difference scores after all what we would hope is that 
the ratings improved over time. From the boxplots 
opposite we can see that the pre scores were much 
lower than the post scores, in fact there is no overlap 
between the two boxplots. Also looking at the difference 
scores boxplot verifies this, as they are all positive.  

Obviously we can see the same information in the table, 
however if we had hundreds of scores it would be 
completely impractical to look through a table.  

Why no standard deviation or means? 

Because this is ordinal measurement data it is not very sensible to examine values such as the mean and 
standard deviation etc. although there is no harm in noting them.   

2.1 T+ and T- 

The  T+ and T- values used to calculate the Wilcoxon statistic have no relationship to the t test value we 
looked at earlier. 

Consider the difference scores, Assuming that there would be no difference between the two sets of 
scores, other than that due to random variability, it would be expected that the majority of the 
difference scores would be zero with some positive and negative values. This would produce a median of 
zero. All those with a positive ranking are assigned to the positive rank column (column 5 above). All those 
with a negative ranking are assigned to the negative rank column (column 6 above). The zero scores are 
ignored (equivalent to ties in this context). In the above example there are no negative difference scores 
and therefore no negative rankings. 

Finally we sum the ranking values for the negative and positive columns. We consider each of these values 
as a statistic denoted as T+ and T-. Assuming that there is no difference accept that of random sampling 
variation we would expect roughly equal values for T+ and T-. So: 

• T+ = positive rankings added together = gives us an idea of number of scores that improve 
• T- = negative rankings added together = gives us an idea of number of scores that get worse  

Pre Post Difference rank pos ranks neg ranks 
1 7 6 6 6  
4 6 2 2 2  
3 8 5 5 5  
5 7 2 2 2  
4 6 2 2 2  
5 9 4 4 4  

TOTALS    T+=21 
T-=0 

 

pre post difference

2
4

6
8
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( 1)
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+
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Let's consider some interesting facts about the above ranks, specifically the pos rank column in the table.  

• Smallest value = smallest ranking (i.e. 1st ranking); of which we have three pairs with the smallest 
difference (2) so all three get a rank of ‘2’ – second place. Then considering the other three 
difference scores in increasing magnitude they achieve rankings of 4,5,6=largest =nth ranking,  

• The sum of the ranks for both groups always adds up to n(n+1)/2 where n is the total number of 
paired observations so in this instance it is 6(6+1)/2 =21 as required – this is a good check. This is 
the maximum possible value of the rankings and we have this value appearing in the positive 
rankings column! 

• If the negative and positive differences were roughly equal we would have about half the above 
total in each column, that is  n(n+1)/2÷ 2= n(n+1)/4. For our example 6(6+1)/4=10.5 We will call this 
the mean of T (µT). Notice that this is the opposite to what we have above. 

Currently we have a statistic so the next question is can we draw inferences from it (i.e. provide an 
associated P-value) to do this we must be able to show that it either follows a sampling distribution or 
somehow actually calculate the associated probabilities (see latter). For small values of n (less than 30) you 
used to look up the associated p-value in a table (for n= more than 15; see Siegal & Castellan p.91) however 
with the advent of powerful laptops we can calculate the exact probability value using a method called 
exact statistics (also called a permutations test) we will look at this a little latter. In contrast for larger n it 
has been shown that the sampling distribution of the statistic follows a normal distribution. So we can 
convert the T+ or T- score to a z score (remember this from chapter 5) and then use the standard normal 
pdf to get the associated p-value. I have not bothered to show you the equation that converts the T+ or T- 
score to a z score, as usually nowadays you let a computer do the work. 

The output below is from SPSS showing the equivalent z score, its p-value and also the ‘exact’ p value 
(labelled Exact sig.)    

  

 

The Asymp. Sig in the above output, meaning the asymptotic p-value (2 tailed), is the one that you would 
traditionally report, however the problem with it is in the name. Asymptotic basically means “getting ever 
closer to” and this is what it means here, “getting closer to the correct answer as the sample size 
increases”. This is because, for many statistics, there are no simple formulae which give the perfect (i.e. 
error free) associated probability necessitating the use of other simpler formulae to give approximate 
values, these are roughly correct with small samples, but get better with larger samples and would be 
perfect with infinite samples.  

Ranks 

 N 
Mean 
Rank 

Sum of 
Ranks 

post 
- pre 

Negative Ranks 0a .00 .00 
Positive Ranks 6b 3.50 21.00 

Ties 0c   
Total 6   

a. post < pre 

b. post > pre 

Test Statisticsb 
 post - pre 
Z -2.226a 

Asymp. Sig. (2-tailed) .026 

Exact Sig. (2-tailed) .031 
Exact Sig. (1-tailed) .016 

a. Based on negative 
ranks. 

b. Wilcoxon Signed 
Ranks Test 

 c. post = pre 
 

SPSS uses 
Sig. to mean 
P-value 
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For small samples (i.e. < n=50) it is best to use the exact probability. The free statistics package R defaults to 
this method when n<50. See the section below on confidence intervals for details.  

 

2.2 Interpretation of the associated p-value 

We can say therefore that from the group (n=6) all six demonstrated a increase in the score (mean rank 
difference +3.5, maximum possible score 21), achieving a maximum possible positive ranking score of 21 
and producing a z score of -2.226 (p-value two tailed=0.026) exact p=.031 This can be interpreted as: 

We will obtain the maximum ranking score in either the positive or negative direction, from a random 
sample (of 6) 31 times in  every 1000  on average given that both samples come from identical populations, 
with an equal number of positive and negative rankings. 

Therefore: 

We will obtain 6 positive or negative difference rankings from a random sample (of 6) 31 times in every 
thousand on average given that both samples come from identical populations with an equal number of 
positive and negative rankings. 

Notice in the above I have removed the usual “we will obtain a score with value x or one more extreme” 
here because we know we have achieved the maximum value. The graphical representation of the z score 
approximation result  along with the actual probability distribution for the Wilcoxon signed rank statistic  
(T), when n=6, is given below. It is important to realise that the Wilcoxon T pdf is not the same as the t pdf 
we have talked about in the previous chapters 

 

 

In terms of probability the above situation could also 
be written thus: 

P value (2 tailed)  = P(Wilcoxon statis tic value + those more extreme |dis tribution shape)  

= P(Wilcoxon statis tic value + those more extreme |equal  posi tive and negative rankings)  

= P(Wilcoxon statis tic value + those more extreme |median=0) 

= 2 × P(Tdf=n < T| Ho is true) = 2 ·× [area  to the left of T under a  T dis tribution with df=n] 

 

Exercise 1. 

Supply the narrative interpretations to the above probabilities. 

0 5 10 15 20

0.
02

0.
03

0.
04

0.
05

0.
06

0.
07

0.
08

Wilcoxon pdf (n = 6 )

T (rank sum) value

p

Total Area = 1 

2.226 

Probability Density Function for 'standard normal - distribution' 

density  

-2.226  

probability 

z - value  

Total Shaded area = 0.026  

not the same t as the t in 
the t distribution/test 
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2.3 The Decision rule  
The decision rule follows the same basic principle as that described in the previous chapters. Details are 
given below: 

 

2.4 Assumptions  

The sample data assumptions for the Wilcoxon statistic are far less rigorous than those required by the 
paired t statistic: 

• Data must be ordinal, interval or ratio 
• The difference scores (Pairs of observations) must be Independent 
• Distribution must be symmetrical (Campbell & Swinscow 2009 p.111)  
• Number of tied ranks (e.g. pre = post) should not be very excessive 

The problem with Ties 

The last assumption is a result of the fact that and pairs of scores that show no change are in effect lost 
from the analysis. Therefore if there are a large percentage of tied ranks the sample size will in effect be 
drastically reduced. No one is very specific about exactly how large a percentage is 'excessive'. A good idea 
is to report the number of ties, effectively excluded from the analysis when reporting the results. 

Symmetry 

The probability is also based on the fact that the samples came from:  

Identical Populations, where this is measured as the positive =negative rankings. In other words they 
have the same median value so the difference  between medians is zero. 

Although this is a population assumption of the Wilcoxon statistic, in contrast to the above sample data 
assumptions, this is not a requirement for the test to 
produce valid results.  This assumption is also called the 
null hypothesis of the statistic and we say that the result 
obtained is ‘given that the null hypothesis is true’ or 
‘under the null hypothesis’ all these expressions mean 
the same thing it is the conditional probability part of the 
p value for the statistic given on the previous page.  

Note also that 'identical populations' does not mention 
anything about means, variances or any other type of 
parameter such as degrees of freedom. 'Identical' just means the same frequency distribution shape. 

Start 

Set 
Critical Value 

p-value 
Less than 

CV 
p-value 

More than 
or = to CV 

= decision 

= action 

Key 

Wilcoxan 
Statistic 
Associate
 

 
 

Too rare to accept 
Therefore: 

Samples come from 
different populations 

Accept result  
Therefore: 

Both samples come 
from identical 
populations 

 

 

= 

= 

etc etc 
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2.5 Checking the Assumptions 

Unfortunately most statistical software does not carry out checking the data set for the sample data 
assumptions. This must be carried out by the researcher. If you do not you are in danger of producing 
garbage.  Looking back at the above example several things were considered before the Wilcoxon statistic 
was calculated. These were: 

• Data was of the appropriate measurement type  
• The way the data had been obtained was discussed checking to see if independence across pairs 

was a reality and pairing of scores was appropriate. that is the pro and post scores are considered 
to be dependent. 

• Descriptive statistics were carried out, both graphical and numerical to check the difference ranks, 
the identification of extreme values and the presence of ties. 

 

Exercise. 2. 

Note the above bullet pionts and make sure you know what you would do when analysing a dataset to ensure you have 
addressed the above issues before carrying out the Wilcoxon matched-pairs statistic/test. 

 

2.6 How it Works - Alternative Explanation 

Another way of understanding what is going on with the 
Wilcoxon Statistic is to consider the following scenario. 
Assume you have a set of numbered balls (the population) 
with equal numbers of negative and positive values. The 
numbers are also equal (e.g. for a -3 you would have a +3). 
Alternatively you can just consider '+'s and '-'s. You pick a 
sample. You would expect this sample to contain, on 
average, equal numbers of positive and negative values. 

Notice that in the above scenario, although the balls 
possessed negative numbers these would still be 
considered ranks as all we need to do is let the most 
extreme positive value equal the total number on the 
population and count down. 

 

Population 

+1 -1 
+4 -4 +3 -3 

+2 -2 

+5 -5 
+6 -6 

+7 -7 
+8 -8 

Random Samples 

+1 
-6 

+7 
-2 

+3 
-6 

+7 
-1 

+1 
-4 

+7 
-3 

etc 

0 
+3 +1 Total: 

On average = 0 
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2.7 Effect size – Clinical importance 
Because we are dealing with ranks and not using the normal distribution assumptions an effect size 
measure is problematic (what is the pooled standard deviation  here!), often researchers just treat the 
ranks as data and use the rank equivalent to the standard deviation. 

 
( )1 (2 1)

standard deviation  σ
24+

+ +
= =

T

n n n
 

Using this expression as the denominator along with the numerator as the observed difference from that 
expected (i.e. value of T+ minus the mean of T), were T is the sum of difference ranks. This actually gives us 
a standardised score (remember z scores again discussed in the sample populations chapter): 

( )
( 1) / 4

1 (2 1) / 24

µ
σ

+

+

+ +− − +
= =

+ +
T

T

T T n nz
n n n

 for our example this becomes

546
24

21 6(7) / 4 10.5 10.5 2.201
4.7696(7)(13) / 24

−
= = = =z  (which is very similar to the SPSS value of 2.226)  

We can alternatively ignore the denominator and as a result produce the signed-rank statistic, ‘S’ which 
can be considered an unstandardized effect size measure: 

( 1)
4

n nS T +
= −     For our example:     6(7)21

4
S = −   or  6(7)0

4
S = −       S = 10.5 

 
S is not a very intuitive measure, it would equal zero when the positive and negative ranks balance one 
another, that is when it equals the mean rank sum, and reaches a maximum value when T either equals 
zero or is at its maximum value as in this instance. So our value here of 10.5 indicates a maximum effect 
size when n=6.  
Because many readers are unfamiliarity with the S measure it is a good idea to also report the mean sum of 
difference ranks (σ +T ) along with the value for the difference score. In this instance, the expected median 
under the null hypothesis is a median of 0 whereas we have a  median difference score = +3.5 units. 
 
 

2.8 Confidence intervals 

To calculate a confidence interval we need a point estimate and a sampling range as this is how we 
described it in chapter 5 section 8: 

Confidence interval range = estimated value ± (confidence value) X (variability of estimated value) 

Because we are here considering non-normal samples/populations it is more sensible to talk about medians 
than means. The variability of the estimated value is rather difficult to calculate (see Gadner & Altman 1989 
p.76-8) so the easiest way to obtain them is to use the free statistical package R described in the next 
section. 
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2.9 Carrying out the Wilcoxon Matched Pairs test 
2.9.1 In R Commander 

Preliminary analysis 

From within R you need to load R commander by 
typing in the following command: 

library(Rcmdr) 

First of all you need some data and for this example I'll 
use the sample dataset, described above by loading it 
directly from my website. You can do this by selecting 
the R commander menu option:  

Data-> from text, the clipboard or URL 

Then I have given the resultant dataframe the name 
mydataframe, also indicating that it is from a URL (i.e. 
the web) and the columns are separated by tab 
characters.  

Clicking on the OK button brings up the internet URL box, you need to type in it the following to obtain my 
sample data:  

http://www.robin-beaumont.co.uk/virtualclassroom/book2data/wilcoxon_paired_ex1.dat 

Click OK  

It is always a good idea to see the data and you can achieve this  easily in R 
commander by clicking on the View data set button. 

Note that the observations in two columns.  

Close the view dataset window. 

Because the second score is dependent upon the first for each individual it 
is sensible to see the exact difference is for each individual. We can create 
a new column (variable) which is this difference. 
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pre post difference

2
4

6
8

Boxplots of pre, post and differe

2.9.1.1 Creating a new column in a dataframe 

To create a new column called difference we type the following three lines into the R commander script 
window: 

names(mydataframe) 

attach(mydataframe) 

mydataframe$difference <- post - pre 

We need then to let R know we have changed the dataframe 
and this is achieved by selection the R commander menu 
option: 

Data-> Active data set -> Refresh active dataset 

 

 

 

 

Boxplots for several columns 

Unfortunately in R commander you can only produce boxplots for a single column, possibly divided by the 
values of another variable . What we need here is a boxplot for each of the columns side by side.  

boxplot(pre, post, difference, col = "grey",  

 

names = c("pre","post","difference"), 

 

main= "Boxplots of pre, post and differences")  

 

 

  

create a boxplot 
the three columns fill the boxs grey 

specify the names for 
each boxplot underneath 
each 

give the plot a title 
close bracket to balance the one after boxplot 
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2.9.1.2 Wilcoxon matched Pairs in R Commander 

Using the R commander menu option:  

Statistics-> Nonparametric tests ->  
   Paired samples Wilcoxon test 

You then select the first and then the second variable, pre and 
post in this instance. 

Click OK  

The type of test options allows you to specify if you want an 
exact p value calculated which can be very slow if you have a 
dataset with more than 100 pairs but is the better type of p-
value 

The result then appears in the R Commander output window.  

The V value is the same as the T+ or T-   depending upon which 
order you entered the data, the associated p-value is the same 
whichever way round you enter the data. 

 

  

2.9.2 In R directly 

The three lines below give details of entering the data and 
running the command with the required options. 

pre<-c(1,4,3,5,4,5) 
post<-c(7,6,8,7,6,9) 
wilcox.test(pre, post, paired=TRUE, conf.int=TRUE) 
 
 
You will notice that the previous R  Commander output did not 
produce a confidence interval  this can easily be remedied in the 
R commander script window by editing the code produced from 
the menu option adding the conf.int=TRUE instruction. 

 
Several things to note – because of the small 
sample size and the number of ties it was unable 
to produce an interval with the required (i.e. 
95%) confidence. In reality we are never going to 
have such a small sample size! For more 
information see: http://stat.ethz.ch/R-
manual/R-
patched/library/stats/html/wilcox.test.html  
 
 
 
  

mailto:robin@organplayers.co.uk
http://stat.ethz.ch/R-manual/R-patched/library/stats/html/wilcox.test.html
http://stat.ethz.ch/R-manual/R-patched/library/stats/html/wilcox.test.html
http://stat.ethz.ch/R-manual/R-patched/library/stats/html/wilcox.test.html


Accessing ranks 

Robin Beaumont robin@organplayers.co.uk  D:\web_sites_mine\HIcourseweb new\stats\basics\part8.docx                   page 15 of 37 

Histogram of difference
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2.9.2.1 Finding and reporting ties  

I have mentioned before that it is important to report the number of ties as these effectively reduce the 
sample size available for the analysis.  Within the context of the Wilcoxon matched pairs statistic a tie is 
where the pre and post value are the same.  So all we need do is count the number of those value in the 
dataset. 

pre<-c(1,4,8,5,4,5) 

post<-c(1,6,3,7,4,9)  

difference <- post - pre 

table(difference) 

hist(difference, breaks=length(difference)) 

 

 

 

 

 

 

 

We can also find the percentage of the pairs that are ties by typing in (2/length(difference))*100 giving a 
result of 33.33%  i.e. two out of six. 

 

Exercise 3. 

The importance of reporting the percentage of ties is often forgotten make sure that you take note of the above.  

 

2.10 Writing up the results 

From a larger group of newly enrolled members to a exercise gym 6 were randomly chosen and asked to 
indicate on a scale of one to ten how satisfied they were with their personal trainer both after an initial 
session and again after two months. All subjects showed a increase in satisfaction (median improvement 
3.5) with a Wilcoxon signed ranks statistic Exact p (2 tailed)= .031 . Due to the small sample size (there were 
no  ties) a confidence interval of only 80% was reported; 80% CI 2.00 to 4.99 
The effect size was measured using the signed-rank statistic (S) achieving a value of 10.5 in contrast to an 
expected value of 0 if there had been equal numbers of positive and negative changes in the satisfaction 
ratings.  
 
 

End of part one 

column of pre scores 

column of post scores 

notice that two 
subjects do not 
change = ties 

compute the difference 
for each pair 

get a frequency table 

get a histogram number of bars = 
number of categories 

value 

frequency 

two ties 
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3. The 2 independent samples situation -Mann Whitney U Statistic 

The Mann Whitney U test/statistic works by considering the degree of overlap of the ranks of the two 
samples where a large degree of overlap results in a high U value and a high associated p-value (i.e. 
insignificant p-value). In contrast the situation where there is minimal or no overlap results in a small or 
zero U value and a low associated p-value (i.e. significant p-value). 

In this section we will consider two example datasets; 

• small sample jogging versus article reading effect on 'high' ratings (N=10) 
• large sample with unusual distributions - GP versus triage nurse satisfaction ratings (N=65) 

We will start with the small sample example. The data opposite was obtained 
from an experiment where 10 students were asked to rate, on a scale of one to 
ten, how 'high' they felt. The control group reading an article from the British 
journal of Sports Medicine and the treatment group having just completed a five 
mile jog. The scores are therefore independent, each subject only providing a 
single score, and of ordinal measurement.  

As usual we will first describe the data by way of boxplots, histograms and 
numeric values. 

 

 

Because it is nominal data we will only 
consider those descriptive statistics 
that ignore equal intervals (e.g. means, 
variance, SD etc.) these have been 
crossed out in the details provided 
below. 

 

 

There appears very little left once 
those statistics which make use of 
interval / ratio measurement 
properties or normality are removed. 
Importantly the medians are 3 and 6 
for the two groups, with 50% of the 
scores occurring within a range of 
two (the interquartile range) the 

boxplots show much the same information also indicating that the interquartile ranges do not overlap. This 
is an important aspect to consider here. This situation suggests that we will obtain a high U value and a 
significant associated p-value indicating that it is unlikely for the two samples to come from the same 
population. 

The MWU (Mann Whitney U) statistic works much the same way as the Wilcoxon, except this time the 
statistic is calculated from the combined ranks of all the scores from both groups.   

Control Experimental 

2 5 

3 6 

1 4 

4 7 

3 6 

5 5 N = 
group experimental control 

8 
7 
6 
5 
4 
3 
2 
1 
0 

Result 

     RESULT 
 By  GROUP         1.00  control 
 Valid cases:         5.0   Missing cases:        .0   Percent missing:      .0 
 Mean        2.6000  Std Err      .5099  Min         1.0000  Skewness    -.4048 
 Median      3.0000  Variance    1.3000  Max         4.0000  S E Skew     .9129 
 5% Trim     2.6111  Std Dev     1.1402  Range       3.0000  Kurtosis    -.1775 
 95% CI for Mean (1.1843, 4.0157)        IQR         2.0000  S E Kurt    2.0000 
 
     RESULT 
 By  GROUP         2.00  experimental 
 Valid cases:         5.0   Missing cases:        .0   Percent missing:      .0 
 Mean        5.6000  Std Err      .5099  Min         4.0000  Skewness    -.4048 
 Median      6.0000  Variance    1.3000  Max         7.0000  S E Skew     .9129 
 5% Trim     5.6111  Std Dev     1.1402  Range       3.0000  Kurtosis    -.1775 
 95% CI for Mean (4.1843, 7.0157)        IQR         2.0000  S E Kurt    2.0000 
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For our groups the first thing we note after working out the combined ranks are 
the ties for the 3s, 4s, and 6s. If both samples came from the same population it is 
sensible to assume that both groups will have a similar set of ranks. In other 
words the average of the ranks for each group will be similar, just like the positive 
and negative ones in the Wilcoxon statistic. 

SPSS provides the mean rank for each group as part of the output from the MVU 
statistic.  Now thinking back to the Wilcoxon matched pairs statistic you will 
remember that the maximum value for the sum of ranks is equal to n(n+1)/2 
which in this instance is 10(11)/2 = 55 So if we assumed there was no difference 
between the groups, half of this value (sum of ranks) would be allocated to each 
group, however considering our data the sum of ranks for the control group is 
15.5 compared to that of 39.5 for the experimental group. Therefore a 

disproportionate number of the higher scores are in the 
experimental group, if we think our assumption of no 
difference between groups is valid.  

The MVU statistic uses a value called U which is the degree of 
overlap between the two groups and the final U value relates specifically to one group. The degree of 
overlap can quite clearly be seen by producing a scatter plot of the two sets of scores, and a rough estimate 
can be obtained from the boxplots. 

Exercise 4. 

What do you think the mean rank for each group should be given the assumption that there is no difference between them? 

 

3.1 Mann Whitney U non parametric equivalent to the t 
statistic – I think not! 

To understand what the associated probability of U means it is 
necessary to understand first how U is calculated and how it behaves, 
including its minimum and maximum values (this is true for most 
inferential statistics) unfortunately if you don’t make the effort to 
understand this you can end up coming to the wrong conclusions.   

A good example of this is people often quote that the Mann Whitney 
U statistic is the non parametric equivalent to the two independent 
sample t statistic, which makes people think you are finding out the 
same things from the Mann Whitney U (MWU) statistic as you would 
from using the t statistic, but this time with ordinal or non-normally 
distributed data. In other words you are investigating the possible 

difference in medians (or even worse means – which have limited validity in ordinal data) between the 
groups. The meaning of U and its associated probability is different and much more subtle than that.  
Because it is so often misunderstood (but so often used) I have presented four explanations of it below. 

  

score  Rank 
(highest to 
lowest) 

Group 
(1=control 
2=treatment
) 

2 9 1 

3 7.5 1 

1 10 1 

4 5.5 1 

3 7.5 1 

5 4 2 

6 2.5 2 

4 5.5 2 

7 1 2 

6 2.5 2 

Ranks 
 group N Mean Rank Sum of Ranks 

result 
control 5 3.10 15.50 

experiment 5 7.90 39.50 
Total 10   

 

group

ExperimentalControl.8

8

7

6

5

4

3

2

1

0

Result

Degree of overlap
= 0.5
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3.2 Meaning of U 
3.2.1 Verbal explanation 

Considering the ranked observations from both groups combined: 

U is the minimum of the following two values: 

• Uxy is the number of pairs for which the value of xi<yi 
• Uyx is the number of pairs for which the value of xi>yi (Armitage 1971 p.398 Using his notation) 

Any pairs where xi=yi count as ½ a unit towards both Uxy and Uyx   Also Uxy+ Uyx=n1n2 

Taking the first definition i.e. Uxy lets apply this to our dataset, Based upon Bland 2000 (p.211).  

So if the two groups were completely 
separate one U value would be at its 
maximum and the other have a zero 
value in contrast if they were 
completely intermingled, both U1 and 
U2 would have similar values each 
being around half the maximum 
value n1n2. Which for our 5 
observations in each group is 
25/2=12.5 I have created a fictitious 
dataset below which demonstrates 
this. 

 

 

 

3.2.2 Formula explanation 

As indicated above each of the samples (i.e the control and treatment 
groups) provides a U value called U1 and U2, and the actual U value is 

the smaller value of these.  

R is the sum or ranks for each group and 
n is the number of observations in each 
group.  

Let's consider some values U may take its minimum and maximum values.  

When U = 0 

This would indicate that there was no overlap between the groups. A situation which is unlikely to happen 
if we assume the two samples are from a single population. 

When U= n1n2/2 where n is the number of observations in each group. This is the maximum value for U 
(but not Un1 see overleaf) and is when all the scores from the group are surrounded by the other group.  

  

A fictitious dataset which is completely intermingled 

Score rank 
Group 

(1=control 
2=treatment) 

Contribution to 
U1 (group 2 

values before 
group 1 value) 

Contribution to 
U2 (group 1 

values before 
group 2 value) 

1 1   
2 2  1 
3 1 1  
4 2  2 
5 1 2  
6 2  3 
7 1 3  
8 2  4 
9 1 4  

10 2  5 
  U1=10 U2=15 

1 2

1 1
1 1 2 1

2 2
2 1 2 2

min( , )
( 1)

2

( 1)
2

U U U
n nU n n R

n nU n n R

=
+

= + −

+
= + −

score  Rank 
(highest to 
lowest) 

Group 
(1=control 
2=treatment) 

Contributio
n to U1 

Contribution 
to U2 

1 10 1 0  
2 9 1 0  
3 7.5 1 0  
3 7.5 1 0  
4 5.5 1 .5 (see text)  
4 5.5 2  4.5 
5 4 2  5 
6 2.5 2  5 
6 2.5 2  5 
7 1 2  5 

 

How man y treatment  group values prec ede 
each control group value? 

How man y control group valu es prec ed e each treatment 
group valu e? 

U1=.5 
U2=4.5+5+5+5+5 =24.5 
Check: 
U1+ U2=n1n2 =5(5) =25 
Which they do. 
 
Also you can find U1 from U2 by 
re arranging the above:  
U1=n1n2 - U2 
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3.2.3 Degree of enfoldment/separation 

The degree of intermingling of the two set of ranks can be considered, showing how the U value changes 
reflects this, see below for N=4,4: 

 

The diagram above shows how the U2 values 
increase as the group increasingly overlaps more 
and continues to. However as U=min(U1,U2) the 
actual value of U reaches a maximum value and 
then decreases.  

If we assume that both samples come from the 
same population we are likely to see the situations 
with the higher U values most frequently and those 
with lower U values less frequently which is verified 
when we examine the PDF (opposite) for this 
situation.  

  U values for group of scores on right hand side. 

U2 = 0 U2 = 1 U2 = 2 U3 = 3 U4 = 4 

U2 = 5 U2 = 6 U2 = 7 

U2 = 8 

U2 = 9 U2 = 10 U2 = 11 

U2 = 12 U2 = 13 U2 = 14 U2 = 15 U2 = 16 

0 5 10  15  

0.00  

0.02  

0.04  

0.06  

0.08 

0.10  

U  pdf (n = 4 , 4 ) 

U value  

p 
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3.2.4 Selecting with replacement 

Another way of understanding what is going on with the Mann 
Whitney U Statistic is to consider the following scenario. Assume you 
have a set of numbered balls (the population). Numbered from 1 to 
however many there are. Each ball therefore has a unique value 
which could be considered equivalent to a rank. You pick two 
samples. Taking a ball for each sample alternatively from the 
population. (to be more accurate you should possibly imagine that 
you take copies of the balls each time as you are dealing with 
sampling with replacement in this instance) You would expect the 
samples to contain, on average, a equal sum of values. In effect the 
values are ranks. If we take these two groups of balls and consider 
then again as a single group we will find on average that they overlap 
with each other, the ranks for each sample being similar. Obviously 
the degree of overlap will vary due to random sampling but we would 
expect frequently there to be a high amount of overlapping (i.e. a U value near its maximum = product of 
numbers in each group divided by 2) and rarely a small degree of overlapping (i.e. a U value near its 
minimum = 0).   

Exercise 5. 

Which of the four above explanations did you find the most and least helpful?  

3.3 Confidence interval 

We have seen that R is very good at providing all the necessary results, including a confidence interval and 
effect size. 

The confidence interval;  is calculated much the same way as the others we have described. The point 
estimate in this case is the median of the difference scores and is called the Hodges–Lehmann estimator. 
For sample sizes less than 50 an exact end point for the CI are calculated for details see Bauer 1972.   

3.4 The Decision rule  

The decision rule follows the same basic principle as that described in the previous sections: 

  

Start 

Set 
Critical Value 

Mann Whitney U Statistic Too rare to accept 

Samples come fr om 

Accept result 

Both samples  come 
from one population different populati ons 

Less than 
CV 

CV 
More than 

or = to 

= decision 

= action 

Key 

associated 
probability 

Therefore: Therefore: 

  
Popu latio n 

3 4 
7 8 1 2 

5 6 

9 10 
13 14 

11 12 
15 16 

Pairs of random observ ations 

5 
6 

9 
15 

16 
1 

3 
5 

etc 

41 25 Total: 

On average difference= 0  
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3.5 Interpretation of p-value    

Returning now back to our 10 students were asked to rate, on a scale of one to ten, how 'high' they felt 
after a run or reading a article described at the beginning of the Mann Whitney U section (page 16)  

Given the information be gained from the boxplots (very little overlapp) and what we know about U we 
would be expecting a very low U value and therefore also a low associated p value, in fact we have just this, 
a U value of 0.5 with an associated exact probability of 0.016 (two tailed) and a z score of -2.530  

But how do we interpret this probability? We know that the U value is concerned with the degree of 
overlap between the two samples. 

The associated probability can be interpreted as:   

We will obtain the same or a more extreme U value from two random samples 11 times in every 1000 on 
average. Given that both samples come from one population 

Therefore: 

We will obtain the observed degree of overlapping between groups or less from two random samples (of 5) 
11 times in every thousand on average.  Given that both samples come from one population 

The term 'more extreme' in the first interpretation means a smaller U value as this works in the opposite 
direction to the z score. i.e.: 

 

  

 
Total Area = 1

2.5298

Relationship between U and z score'

density 

-2.5298

probability

z - value:

Total Shaded area = 0.0114

0

U Value: 2 X number in group0 0

0 5 10 15 20 25 30 35

0.
00

0.
02

0.
04

0.
06

0.
08

U  pdf (n = 5 , 5 )

U1 value

p

U value 
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3.6 Assumptions  

The sample data assumptions for the Mann Whitney U statistic are far less rigorous than those required by 
the independent samples t statistic: 

• Data must be ordinal, interval or ratio 
• Independent observations within AND between groups  

The probability is also based on the fact that the samples came from:  

One Population 

Although this is a population assumption of the Mann Whitney U statistic, in contrast to the above sample 
data assumptions, this is not a requirement of the test to produce valid results.  

Note also that 'one population' does not mention anything about means, variances or any other type of 
parameter such as degrees of freedom. 'Identical' just means the same frequency distribution shape as we 
discussed with the Wilcoxon statistic. 

 

3.7 Checking the Assumptions 

As usual statistical applications do not carry out checking the data set for the sample data assumptions. 
This must be carried out by the researcher. If you do not you are in the danger of producing garbage.  

Looking back at the examples you will be noticed that several things were considered before the Mann 
Whitney U statistic was calculated. These were: 

    Data was of the appropriate measurement type  

 The way the data had been obtained was discussed that is checking to see if independence both within 
AND between groups was a reality. 

 Descriptive statistics were carried out, These were both graphical and numerical (partially produced by 
the Mann Whitney U results) to check the mean ranks for each group, the identification of extreme 
values and to obtain a rough idea of what type of result we might get. 

 
Exercise 6. 

Make sure you are competent to check the above assumptions?  
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3.8 Carrying out the Mann Whitney U (MVU) test 

Rather than use the very small dataset we have been considering I will use a larger one here.  

The basis for this example is from Harris & Taylor 2008 (page 32) describing a group of patients who either 
made emergency appointments with a GP or agreed to see the triage nurse, then at the end of the 
consultation rated their satisfaction with the consultation from 0 to 5; zero being not  satisfied to 5 very 
satisfied. My sample consists of 64 fictitious patients in total, 

3.8.1 In R Commander 

Preliminary analysis 

From within R you need to load R commander by typing in the following command: 

library(Rcmdr) 

First of all you need some data and for this example 
I'll use the sample dataset, by loading it directly from 
my website. You can do this by selecting the R 
commander menu option:  

Data-> from text, the clipboard or URL 

I have given the resultant dataframe the name 
mydataframe, also  indicating that it is from a URL 
(i.e. the web) and the columns are separated by tab 
characters.  

Clicking on the OK button brings up the internet URL 
box, you need to type in it the following to obtain my 
sample data:  

 

 

http://www.robin-beaumont.co.uk/virtualclassroom/book2data/mwu_example1.dat 

Click OK 

It is always a good idea to see the data and you can achieve 
this  easily in R commander by clicking on the View data 
set button. 

Note that I have all the observations in a single column with 
another one indicating which group they belong to, such a 
variable is often  called a grouping variable.  

Here 1=GP consultation and 2=Nurse triage consultation. 
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3.8.1.1 Viewing the distributions 

As I have mentioned several times it is always important to view 
your data.  

We can simply see the distribution of the entire set of scores 
disregarding the two groups by choosing the R commander option  

Graphs-> Histogram 

And then selecting the correct variable 

Click OK  

The result appears in another window. 

This suggests that the scores follow the bell shape, that is they are 
normally distributed, however what we need to consider is the 
distribution of scores for each group.  

To do this we need to create two new columns of data each 
consisting of the satisfaction score for each of the groups. We 

achieve this by typing in the following code into the script window: 

 

 

gpconsults <- mydataframe[mydataframe$grouping == 1,"result"] 

gpconsults 

 

nurseconsults <- mydataframe[mydataframe$grouping ==2,"result"] 

nurseconsults 

Hist(gpconsults, col="darkgray") 

After you have typed the above R code into the Script window, 
highlight it and click on the Submit button. Another window 
will appear with the histogram shown opposite. Returning to 
the script window in R commander now type in: 

Hist(nurseconsults, col="red")  

and then highlight  and 
click on the submit button 
again to produce the 
histogram for the nurse 
consultations with red 
bars.

Create a column 
of data called 
gpconsults 

from my dataframe where the value in the grouping 
column is equal to 1 only return the results column 

square brackets indicate we are 
interested in a aspect of the 
dataframe 

in R you need to use two "=" signs for mean equal s to 
show the result  

Repeat the above 
process to get 
the nurse 
consultations now draw a histogram of the  gp 

consultations only 
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From the two histograms on the previous page we can see that that satisfaction with the emergency GP 
consultations and those with the triage nurse follow very different distributions.  We could also obtain a 
boxplot of the satisfaction scores for each group but to do this we need first to convert the column 
indicating which group they belong to into a factor. 

3.8.1.2 Converting a grouping variable into a factor in R Commander 

We can convert any column of data (i.e. variable) in your 
dataframe to a factor using the R commander menu option:  

Data-> Manage variables in active dataset ->  
   convert numeric variable to factors 

You then select the appropriate variable, grouping in this 
instance and select the use numbers option. 

Click OK  

A warning message will appear just click on OK 

It is instructive here to notice what R commander has done 
under the bonnet by inspecting the script window in R commander: 

mydataframe$grouping <- as.factor(mydataframe$grouping) 

 

3.8.1.3 Boxplots 

We can now obtain the boxplots  using the R 
commander menu option:  

Graphs -> Boxplot  

Select the appropriate variable, result in this instance 
and then indicate the grouping variable by clicking on 
the Plot by Groups  . . button and selecting the 
grouping factor. 

We can see that the boxplots give virtually no indication 
of the very different distributions of the scores (a 
median of 2 versus 3), similarly looking at a set of 

summary statistics would have also left us in the dark. The question is 
will the Mann Whitney U test pick up this difference in the 
distributions or will it just consider the degree of overlap. If it is 
sensitive to different distribution shapes we will be expecting a 
significant p-value however if it is only concerned with the degree of 
overlap, which is high here, we will get a insignificant (large) p-value. 

 

The column called 
grouping in 
mydataframe gets 

Convert this column to a factor The column called grouping in mydataframe  
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3.8.1.4 Mann Whitney U Test in R Commander 

Using the R commander menu option:  

Statistics-> Nonparametric tests ->  
   Two sample Wilcoxon test 

You then select the appropriate grouping variable, grouping in this 
instance and select the outcome variable, result in this instance. 

Click OK  

The result then appears in the R Commander output window.  

The p-value of 0.7774 indicates that the Mann Whitney U test have 
considered only the degree of overlap not the different shapes of the 
distributions. Although to be sure of this we would need to run many 
samples from such distributions.  

3.8.2 Doing it in R directly 

Type the following in either the R console or the R Commander script window. 

mydataframe <- read.delim("http://www.robin-
beaumont.co.uk/virtualclassroom/book2data/mwu_example1.dat", header=TRUE) 

names(mydataframe) 

 

wilcox.test(result ~ grouping, alternative="two.sided", data=mydataframe) 

 

The results: 

 

We could also 
have requested a 
confidence 
interval by adding 
conf.int=TRUE to 
the above 
command. 

 

Note the W value, which is equivalent to U. We can calculate how close this value is to the maximum value 
it can achieve by using (n1xn2)/2 giving for our sample  
(32 x 33)/2 = 528 a value our reported value is very close to, 
indicating how overlapped the samples are. 

Just for comparison I have added the SPSS equivalent output opposite. 

 

Ranks 
 grouping N Mean Rank Sum of Ranks  

result  
1 32 32.33 1034.50 
2 33 33.65 1110.50 

Total  65   

Test Statisticsa  
 result  

Mann-Whitney U  506.500 
Wilcoxon W 1034.500 

Z -.289 
Asymp. Sig. (2-tailed)  .772 

a. Grouping Variable: groupi ng 
 

Load the sample data 
into a dataframe called 
mydataframe, the file 
contains column names 

Check the names of the columns by 
getting R to print them  Carry out the 2 

independent samples 
Mann Whitney U test 

Do a two sided test Use the result variable divided by the grouping variable Use the data in my dataframe 
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3.8.2.1 Effect size 

One should always report the measure of the observed difference between the two sample medians. In this 
situation it is simply the difference in the medians between the two groups.  I have made use of the two 
columns we created in the viewing the distributions section above.  

The results:   effectsize <- (median(nurseconsults) - median(gpconsults) 

 

 

 

 

 

 

3.8.2.2 Finding ties and mean rankings 
for each group 

We use a similar approach here to what 
we did in the previous Wilcoxon 
Matched-pairs section. Given the very 
high level of overlap and narrow range 
of scores (1 to 5) we will be expecting a 
large number of ties. 

So there is not a single value that does not occur once with 
the minimum frequency being 9 for a ranking value of 61 

attach(mydataframe) 
length(result) 
# check number in each group 
table(grouping) 
# obtain ranks 
ranked_result <- rank(result) 
# obtain frequency table of ranks 
table(ranked_result) 
# obtain histogram of ranks 
hist(ranked_result, breaks=length(ranked_result)) 
 
 

We can also find the mean ranks for each group, a value 
often required in journals: 

 
# mean ranks for each group 
# copy the data to a newdataframe 
newdataframe <- mydataframe 
# add the ranked score column to the new dataframe 
newdataframe["ranking"] <- rank(mydataframe$result) 
# attach it 
attach(newdataframe) 
# print it out to check 
newdataframe 
# now get the means for each column divided by group 
lapply((split(newdataframe$ranking, newdataframe$grouping)), mean)  

The difference in the medians 

rank mean   1=GP consultation 2=Nurse 
triage consultation 
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3.9 Another example in R - entering data directly 

If you have a very small set of data you can enter it directly for example taking our 10 scores decribed at 
the beginning of the Mann Whitney U section   

• p value in R (.01533) is pretty much the 
same as the two sided exact p value in 
SPSS (.016) Note the problem with ties 
– this is always the case! 

 

 

 

 

 

 

3.10 W in R is the same as U in SPSS 

The W value produced above in R and R commander is the same value as the U 
value from the Mann-Whitney U test, here is the result produced in SPSS 19 

showing clearly the equivalent  U value. 

 

3.11 Writing up the results 

The small sample example 
Ten randomly sampled students were randomly allocated to either a treatment or control group to 
investigate the affects of jogging on how ‘high’ they felt. The control group read an article from the British 
journal of Sports Medicine and the treatment group completed a five mile jog before completing the 
‘perfect high measurement (PHM) questionnaire’.  
 

I would then insert the boxplots and comment on them.  

The PHM median score for the control group (n=5) was 3 (range1 to 4) compared to that of 6 (range 4 to 7) 
for the treatment group (n=5). The 95% exact Confidence interval of the median difference was 1.00 to 4.99 
The distributions in the two groups differed significantly (Mann–Whitney U=0.5, n1=n2=5, p-value=0.016 
two-tailed exact value)." 
 
Note that in reality you would have larger groups and also report the interquartile range. 

The large same example: 
64 satisfactions scores were obtained  from patients who had visited a GP as an emergency consultation or 
alternatively a nurse triage consultation offered at the same GP practice. The scores for the GP 
consultations demonstrated a U shaped distribution while those for the Triage Nurse consultations  
demonstrated a more normal bell shaped distribution. 

I would then insert the boxplots / histograms and comment on them. 

PASW Test Statisticsb 
 result 

Mann-Whitney U .500 
Wilcoxon W 15.500 

Z -2.530  
Asymp. Sig. (2-tailed) .011 

Exact Sig. [2*(1-tailed Sig.)] .008a 
Exact Sig. (2-tailed) .016 
Exact Sig. (1-tailed) .008 

Point Probability .008 
a. Not corrected for ties. 

b. Grouping Variable: group 

R commands for MWU: 
 
control<-c(2,3,1,4,3) 
treatment<-c(5,6,4,7,6) 
wilcox.test(control , treatment, conf.int=TRUE) 
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Because of the nature of the data (non normal distribution and rating scores) a Mann Whitney U (MWU) 
test was undertaken to assess the possibility of an difference in the distributions between  the two groups.  

The satisfaction scores for the GP consultations  (median=2 range 1 to 5) compared to the Nurse Triage 
consultations (median=1 range 1 to 5) demonstrated an effect size of 1 (median difference). A MWU test 
(W=506.5, p-value=0.7774 two tailed) indicated that both samples did not have statistically significantly 
different distribution shapes as the p-value is above the critical value of 0.05. However given the observed 
very different distribution shapes warrants further investigation, including further data collection.  

 

 

The two sections so far have presented way of analysing ranked data by considering the various rankings 
we can also consider all possibly configurations from a set of rankings  and this is the focus of the final 
section in this chapter. 

 

4. Permutation tests – Randomization and exact probabilities 

A permutation test makes use of the random allocation to each group that is an essential aspect of clinical 
trial design. With random allocation we can assume that the subjects could well have been in any of the 
groups, the consequence of which is that we can develop exact probabilities. Consequently we would not 
need to use some theoretical sampling distribution. All we do is work out all the possible permutations 
imagining that each subjects results can occur in any way possible and this will give us the exact 
probabilities.  Zucker 2008 provides a good introduction to this concept, and a copy of his article is available 
online. 

The formula below indicates the number of ways (i.e. permutations-order is important here) in which we 
can divide n objects into two groups, one containing k members, and the other containing n − k members. 
Feinstein, 2002 (chapter 12). 

 
1 2

! ! (total number)!
!( )! ! ! (no. in group 1)!(no. in group 2)!

n N
k n k n n

= =
−

 

The exclamation mark means factorial so 3!=3x2x1  and 4!=4x3x2x1 etc. also 0!=1 (just believe me). 

So taking the example in Zucker, 2008 where he has 8 scores divided between two groups and tells us that 
there are 70 permutations – let’s check it: 

1 2

! 8! 8 7 6 5 7 5 70  qed
! ! 4!4! 4 3 2 1
N x x x x

n n x x
= = = =  

So for out example concerning the perfect high measurement (PHM) we have n=10, observations in two 
groups of 5 

1 2

! 10! 10 9 8 7 6 3 2 7 6 252
! ! 5!5! 5 4 3 2 1
N x x x x x x x

n n x x x
= = = =  

So a single outcome will have a probability of 1/252=0.003968254  
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Now we can work out the count of each of these different permutations and end up with the following 
table.  This table is nothing more than the U pdf (n=5,5,) given earlier, which I have repeated below. So by 
carrying out a Mann Whitney U test we are in effect carrying out a permutation test! In fact permutation 

tests are a type of non 
parametric approach. 

 
 

 

 

 

 

 

 

 

As you can see from the above the number of permutations goes from 70 to 252 
with just a change in the sample size from 8 to ten. The table opposite shows how 
this continues, indicating why this method requires computers for all but the 
smallest sample sizes. Obviously the advantage is that we obtain an exact 
probability.  Statistical applications such as SPSS (you need the exact statistics 
module) and R, by default up to a sample size of 30 use the Permutation approach 
to obtain p-values. In R for larger sample sizes you can install a free package called 
“exactRankTests”, to calculate exact p values for larger samples. There are also 
specialist statistical programs such as StatXact 
(http://www.statcon.de/vertrieb/statxact/statxact3.htm ). 

 

 

0 5 10 15 20 25 30 35

0.
00

0.
02

0.
04

0.
06

0.
08

U  pdf (n = 5 , 5 )

U1 value

p

P 
 frequency 

0.003968254  1 
0.003968254  1 
0.007936508  2 
0.011904762  3 
0.019841270  5 
0.027777778 7 
0.035714286  9 
0.043650794  11 
0.055555556  14 
0.063492063  16 
0.071428571  18 
0.075396825 19 
0.079365079  20 
0.079365079  20 
0.075396825  19 
0.071428571  18 
0.063492063  16 
0.055555556 14 
0.043650794 11 
0.035714286  9 
0.027777778  7 
0.019841270  5 
0.011904762  3 
0.007936508 2 
0.003968254  1 
0.003968254  1 
Total=1 Total = 252 

 

N n1 n2 permutations 
8 4 4 70 
9 5 4 126 
10 5 5 252 
11 6 5 462 
12 6 6 924 
13 7 6 1716 
14 7 7 3432 
15 8 7 6435 
16 8 8 12870 
17 9 8 24310 
18 9 9 48620 
19 10 9 92378 
20 10 10 184756 
21 11 10 352716 
22 11 11 705432 
23 12 11 1352078 
24 12 12 2704156 
25 13 12 5200300 
26 13 13 10400600 
27 14 13 20058300 
28 14 14 40116600 
29 15 14 77558760 
30 15 15 155117520 
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5. Multiple Choice Questions 

1. Rank order statistics assume the scale of measurement is . . : (one correct choice) 

a. Nominal 
b. Ordinal 
c. Interval 
d. Ratio 
e. Binary 

 
2. Which of the following gives the reasons for using rank order statistics . . : (one correct choice) 

a. Normal distributions, or not ordinal data or sample size less than 20 
b. Non normal distributions, or ordinal data or sample size greater than 20 
c. Non normal distributions, or not ordinal data or sample size less than 20 
d. Normal distributions, or ordinal data, or sample size greater than 20 
e. Non normal distributions, or ordinal data, sample size irrelevant 

 
3. Which of the following statistics is often called the non parametric equivalent to the two independent 
samples t statistic? (one correct choice) 

a. Wilcoxon  
b. Chi square 
c. Mann Whitney U 
d. Sign  
e. Kolmogorov – Smirnov (one sample) 

 
4. Non parametric statistics use the ranks of the data, in so doing which of the following characteristics of 
the original dataset may be lost? (one correct choice) 

a. Range/ magnitude 
b. Median 
c. Rank order 
d. Group membership 
e. Number in each group 

 
5. When investigating an ordinal data set which of the following is the most appropriate method of 
assessing the median and interquartile range graphically? (one correct choice) 

a. Barchart with SEM bars 
b. Barchart with CI bars 
c. Boxplots 
d. Histograms 
e. Funnel plots 

 

6. When carrying out a Wilcoxon matched- pairs statistic what calculated column is important to 
investigate, assuming we have pre and post test scores for each subject? (one correct choice) 

a. the mean of the pre score minus the post test score  
b. the largest value of the pre scores minus the post test score  
c. pre test score minus the post test score (or visa versa)  
d. pre score multiplied by the post test score  
e. pre score divided by the post test score 
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7. When carrying out a Wilcoxon matched- pairs statistic on a small dataset (i.e. n<50), what method of p-
value computation is the most appropriate? (one correct choice) 

a. Asymptotic 
b. Bootstrapped 
c. Simulated 
d. Z score approximation 
e. Exact method 

 
 

8. When carrying out a Wilcoxon matched- pairs statistic which of the following is NOT a sample data 
assumption? (one correct choice) 

a. Must be ordinal/interval or ratio scale 
b. Paired observations independent 
c. Number of tied ranks must not be excessive 
d. Distributions should be symmetrical  
e. Not normally distributed 

 

9. When carrying out a Wilcoxon matched- pairs statistic the T+ and T- values represent? (one correct choice) 

a. T+ = mean of positive rankings;  T- = mean of negative rankings  
b. T+ = median of positive rankings;  T- = median of negative rankings  
c. T+ = number of positive rankings;  T- = number of negative rankings  
d. T+ = sum of positive rankings;  T- = sum of negative rankings  
e. T+ = positive value of all  ranking;  T- = negative value of all  rankings  

 

10. When carrying out a Wilcoxon matched- pairs statistic what method do I suggest you use to obtain the 
confidence intervals? (one correct choice) 

a. Carry out calculations by hand 
b. Use R 
c. Use SPSS 
d. Don't bother 
e. None of the above 

 
 

11. The unstandardized effect size measure (i.e. clinical importance measure) associated with the Wilcoxon 
matched- pairs statistic is the . . (one correct choice) 

a. Signed-rank statistic (S) with an expected value of zero  
b. Signed -rank statistic (S) with an expected value of 1  
c. Signed -rank statistic (S) with an expected value equal to it maximum value 
d. Signed -rank statistic (S) with an expected value of n  
e. Signed -rank statistic (S) with an expected value of 2n 

 
 

12. The Mann Whitney U statistic measures the degree of . .. . (one correct choice) 

a. Enfoldment/ separation between the two groups  
b. Difference in the medians between the two groups 
c. Difference in the means between the two groups 
d. Difference in spread (interquartile range) between the two groups  
e. None of the above 
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13. Where n1 and  n2 represent the number of observation in each group  the U value obtained from the 
Mann Whitney U test has a minimum value of . (one correct choice) 

a. minus infinity 
b. depends upon the sample size 
c. 0 
d. U2 
e. (n1 x n2)/2 
f. plus infinity 

 

14. Where n1 and  n2 represent the number of observation in each group  the U value obtained from the 
Mann Whitney U test has a maximum value of . (one correct choice) 

a. minus infinity 
b. depends upon the sample size 
c. 0 
d. U2 
e. (n1 x n2)/2 
f. plus infinity 

 

15. Where n1 and  n2 represent the number of observation in each group  the U value obtained from the 
Mann Whitney U test has a minimum value when . (one correct choice) 

a. very little/no overlap between groups 
b. around 25%  overlap between groups 
c. around 50%  overlap between groups 
d. around 75%  overlap between groups 
e. around 100%  overlap between groups 

 

16. When the U value obtained from the Mann Whitney U test has a  near maximum value. (one correct 

choice) 

a. the associated p-value is likely to be highly significant (i .e. p-value < 0.001) 
b. the associated p-value is likely to be significant (i .e. p-value < 0.05 and >0.001) 
c. the associated p-value is likely to be less than 0.1 but greater than 0.05) 
d. the associated p-value is likely to be greater than 0.1 but less than 0.5  
e. the associated p-value is likely to be greater than 0.5 

 

17. Where n1 and  n2 represent the number of observation in each group  the U value obtained from the 
Mann Whitney U test has a maximum value when . (one correct choice) 

a. very little/no overlap between groups 
b. around 25%  overlap between groups 
c. around 50%  overlap between groups 
d. around 75%  overlap between groups 
e. around 100%  overlap between groups 

 

18. When the U value obtained from the Mann Whitney U test has a  near minimun value. (one correct 

choice) 

a. the associated p-value is likely to be highly significant (i .e. p-value < 0.001) 
b. the associated p-value is likely to be significant (i .e. p-value < 0.05 and >0.001) 
c. the associated p-value is likely to be less than 0.1 but greater than 0.05) 
d. the associated p-value is likely to be greater than 0.1 but less than 0.5  
e. the associated p-value is likely to be greater than 0.5 
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19. The effect size measure (i.e. clinical importance measure) associated with the Mann Whitney U statistic 
is the . . (one correct choice) 

a. Difference between the means in the two groups 
b. Difference between the medians in the two groups divided by the pooled standard deviation 
c. Difference between the modes in the two groups 
d. Difference between the medians in the two groups 
e. Difference between the means divided by the pooled standard deviation 
 

 

20. Which of the following statements are INCORRECT concerning Permutation tests . . (TWO correct choices) 

a. they assume each subjects results can occur in any way possible which provides an exact p-value 
b. requires random allocation to be valid 
c. requires computer power for dealing with anything but very small samples 
d. requires  the data to be at the interval or ratio level  
e. the Mann Whitney U test is a type of permutation test 
f. the scores must be normally distributed  

 
 
21. When investigating an ordinal data set which of the following is the most appropriate method of 
assessing the detailed distribution shape? (one correct choice) 

a. Barchart with SEM bars 
b. Barchart with CI bars 
c. Boxplots 
d. Histograms/ density plots 
e. Funnel plots 

 
 

6. Summary 

In this chapter we had considered how you can assess differences between groups of observations when 
you do not have the comfort of assuming that our samples come from a normally distributed population to 
prop up your mathematics. By investigating the ranks of the data, , we considered the distribution of 
rankings in two situations; firstly if they had been the result of equally likely positive or negative rankings as 
in the paired, dependent samples situation (Wilcoxon) or, in the contrasting situation with two 
independent groups of observations where the degree to which the rankings from the two groups enfolded 
each other (Mann Whitney U). 

The relationship between the various p-values obtained and those produced directly by considering the 
permutations of the rankings was explored demonstrating their equivalence.    

Confidence intervals and effect size (clinical significance) measures were discussed along with appropriate 
decision rules concerning the null hypothesis.  

You may wonder why, given the ease with which you can calculate these 'distribution free statistics' in 
contrast to the paired and independent t statistic, and the advantage of being able to drop the normally 
distributed samples criteria we don’t just ignore  the t statistics all together.  This is a debatable point, but 
most statisticians would argue that when possible it is best to use parametric tests (see Barber & 
Thompson 2000) . We will investigate this more in the “Hypothesis testing/power/sample size” chapter. 
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8. Appendix r code 
# Wilcoxon Paired - obtaining ties 
# i.e. were pre = post 
pre<-c(1,4,8,5,4,5) 
post<-c(1,6,3,7,4,9) 
difference <- post - pre 
table(difference) 
hist(difference, breaks=length(difference)) 
 
############## 
> complete <- c(pre, post) 
> complete 
 [1] 1 4 3 5 4 5 7 6 8 7 6 9 
> the_ranks <- rank(complete) 
> the_ranks 
 [1]  1.0  3.5  2.0  5.5  3.5  5.5  9.5  7.5 11.0  9.5  7.5 12.0 
> table(the_ranks) 
the_ranks 
  1   2 3.5 5.5 7.5 9.5  11  12  
  1   1   2   2   2   2   1   1  
# Mann whitney U 
mydataframe <- read.delim("http://www.robin-beaumont.co.uk/virtualclassroom/book2data/mwu_example1.dat", 
header=TRUE) 
names(mydataframe) 
wilcox.test(result ~ grouping, alternative="two.sided", data=mydataframe) 
####### ties 
attach(mydataframe) 
length(result) 
# check number in each group 
table(grouping) 
# obtain ranks 
ranked_result <- rank(result) 
# obtain frequency table of ranks 
table(ranked_result) 
# obtain histogram of ranks 
hist(ranked_result, breaks=length(ranked_result)) 
############## 
# mean ranks for each group 
# copy the data to a newdataframe 
newdataframe <- mydataframe 
# add the ranked score column to the new dataframe 
newdataframe["ranking"] <- rank(mydataframe$result) 
# attach it 
attach(newdataframe) 
# print it out to check 
# newdataframe 
# now get the rank means for each column divided by group 
lapply((split(newdataframe$ranking, newdataframe$grouping)), mean) 
 
##################### 
# taken from http://yatani.jp/HCIstats/MannWhitney 
# using the coin package to get exact p value for tied data 
GroupA <- c(2,4,3,1,2,3,3,2,3,1) 
GroupB <- c(3,5,4,2,4,3,5,5,3,2) 
wilcox.test(GroupA, GroupB)  # standard test 
 
library(coin) 
# Then, do another Mann-Whitney test.  
# But you have to format the data for Mann-Whitney test with coin. 
g <- factor(c(rep("GroupA", length(GroupA)), rep("GroupB", length(GroupB)))) 
v <- c(GroupA, GroupB) 
wilcox_test(v ~ g, distribution="exact") 
# Thus, we have a significant effect of Group.  
# You can also calculate the mean rank for each group as follows. 
r <- rank(v) 
data <- data.frame(g, r) 
lapply((split(data, data$g)), mean) 
# And calculate the effect size (r type). 
#  2.1095 is the abs(z value) from the wilcox_test 
2.1095 / sqrt(20) 
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#################################### 
Wilcoxon signed distribution (paired data)  
n<-6 
efsize<-n*(n+1)/2 
x <- seq(0,efsize) 
plot(x, dsignrank(x,n), type="h", xlab="T (rank sum) value", ylab="p", main=paste("Wilcoxon pdf (n =",n,")")) 
 
 
Mann whitney U: 
n1<-5 
n2<-5 
efsize<-n1*n2 + 1 
x <- seq(0,efsize) 
plot(x, dwilcox(x,n1,n2), type="h", xlab="U1 value", ylab="p", main=paste("U  pdf (n =",n1, ",", n2 ,")")) 
 
 
For a set of different n’s: 
par(mfrow=c(2,2)) 
for(n in c(4,5,10,40)){ 
x <- seq(0,n*(n+1)/2) 
plot(x, dsignrank(x,n), type="h", main=paste("dsignrank(x,n =",n,")")) 
}
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