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1 Learning outcomes 
Working through this chapter, you will gain the following knowledge and skills. When you have completed it you 
should come back to these points, and  tick off those with which you feel happy. 

 

Learning outcome Tick 
box 

Be able to describe what an Item response pattern is along with its importance in the analysis process  

Be able to set out data appropriately in SPSS  to carry out a Cluster Analysis   

Describe what the Rasch model is and carry out an appropriate analysis in R  

Describe what the Latent Trait model is and carry out an appropriate analysis in R  

Describe the use of AIC and BIC in assessing model fit across models  

Describe the use of global measures of fit along with the problems associated with them  

Describe the use of marginal analysis as a way of assessing model fit  

Describe what Latent Class modelling is and how to carry it out in R with the poLCA package  

Describe how the model building/ comparison approach differs to the traditional hypothesis testing 
approach along with a typical scenario  

 

 

After you have worked through this chapter and if you feel you have learnt something not mentioned above please 

add it below. 
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Analysing a set of binary responses and dimension reduction 
Often a questionnaire consists of a set of binary questions and a typical example is the Medically Unexplained 
Symptoms (MUS) questionnaire, using the DSM III-R somatization items (courtesy of Vincent Deary). The actual 
questionnaire has 30 questions (see appendix A) of which the first five relating to gastro intestinal (GI) symptoms are 
shown below. 

 

DSM-III-R Somatization 
Physical Symptoms with no Known Cause  

  

1.  Have you had a lot of trouble with vomiting (if you are a woman do not include 
pregnancy)? 

YES NO 

2.  Have you had a lot of trouble with abdominal or belly pain (if you are a woman do not 
include times when you were menstruating)? 

YES NO 

3.  Have you had a lot of trouble with nausea - feeling sick to your stomach but not actually 
vomiting. 

YES NO 

4.  Have you had a lot of trouble with excessive gas or bloating of your stomach or 
abdomen? 

YES NO 

5.  Have you had a lot of trouble with loose bowels or diarrhoea? YES NO 

 

Various aspects of this dataset can be investigated and as always the first thing is to get a feeling for the data with 
some standard descriptive statistics. However because we are interested in the individuals response to the 5 
questions in total we focus on what are called the item response patterns (described latter). Once the standard 
descriptive statistics have been considered then we might consider the possibility that subjects tended to respond to 
subsets of items, for example we might be interested in seeing if those that answered yes to question one also 
answered yes to question 2.  A technique that considers this is cluster analysis, however cluster analysis is 
traditionally a descriptive technique and as we will see, the clusters formed by various methods employed by this 
technique often result in very different clusters. 

In addition there are several alternative techniques which provide a more statistically robust approach, and these 
can be divided into “Binary data factor analysis” and “Binary data Latent class analysis”. Unfortunately these often 
require large sample sizes (discussed latter) Bartholomew, Steele, Moustaki & Galbraith 2008.  

1. Binary data factor analysis techniques: 

o Item response theory approach (logistic regression): 
o Rasch model, unidimensional, all discrimination parameters(=factor loadings) equal 
o latent trait model – logit model, all discrimination parameters(=factor loadings) can vary. 

o Underlying variable approach (UV) This assumes that the observed variables are realizations of a 
underlying continuous variable, in actual fact it also assumes that the binary responses for each of 
the items (=observed variables) are actually continuous variables. Basically adopting this approach a 
standard factor analysis is undertaken but on the tetrachoric correlations rather than the usual 
Pearson product moment correlations.   

According to Bartholomew, Steele, Moustaki & Galbraith 2008 p.225 the latent trait model and underlying variable 
approach are mathematically very similar.   

2. Binary data Latent class analysis (LCA) approach. Assumes the latent variable (in this situation called a class) is 
categorical.  LCA can be considered to be the probabilistic version of cluster analysis.   

We will now work through this dataset using the above techniques.  
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2 Descriptive statistics 
This part of the analysis will be performed in R. We first load the dataset, and make use of the Itm package: 

# Import Data 
somq <- read.table(file=file.choose()) 
names(somq) <- c("som1", "som2", "som3", "som4", "som5","som6", "som7", "som8", "som9", "som10",  
"som11", "som12", "som13", "som14", "som15","som16", "som17", "som18", "som19", "som20", 
"som21", "som22", "som23", "som24", "som25","som26", "som27", "som28", "som29", "som30") 
# load `ltm' package 
library(ltm) 
# only want to 
somq <- somq[,1:5] 
somq 

 

We can easily obtain the frequencies of each item response using the following code. 

########################## 
# Descriptive Statistics # 
########################## 
 
dsc <- descript(somq) 
dsc 
plot(dsc, type = "b", lty = 1, pch = 1:10, col = 1:10, lwd = 2, cex = 1.1, xlim = c(-0.5, 5)) 
legend("left", names(somq), pch = 1:10, col = 1:10, lty = 1, lwd = 2, cex = 1.1, bty = "n") 
 

This produces the following output. 

Sample: 
 5 items and 161 sample units; 0 missing values 
Proportions for each level of response: 
                 0           1         logit 
som1   0.9379 0.0621 -2.7147 
som2   0.8075 0.1925 -1.4335 
som3   0.7640 0.2360 -1.1746 
som4   0.6398 0.3602 -0.5743 
som5   0.8447 0.1553 -1.6938 
 
Frequencies of total scores: 
          0   1    2   3    4   5 
Freq: 86 33 15 12 12  3 
 

 

We can see that the most common symptom was question 4 (obs 
column=frequencies) with 36% of respondents identifying this 
symptom.  Clearly if this subsets of questions from 
the questionnaire is supposed to identify MUS it 
and the others are pretty poor as we can see that 
53.4% (86/161) of the respondents did not have 
any of the 5 symptoms and then the most frequent 
number of responses was a single one (20.4%) 
followed by two three four and five symptoms.  
This information can be displayed graphically 
(above). The graph may at first appears confusing 
and its interpretation is facilitated by considering 
the item responses (table above) we note that 
58/75 =77% of the responses included item 4 
within the profile which represents the y value for 
the first blue point. Similarly if we consider only 
those response patterns with 2 responses (i.e. 
total score =2)  we have the subset of responses {3, 5, 6, 8, 11} = 15 responses in total of which question 4 (som4) is 
included in 13 of the responses = 13/15= 86% this is the next point on the blue line. 

 som1 som2 som3 som4 som5 Obs Exp Resid 

[1,] 0 1 0 0 0 1 8.5525027 -2.5825235 

[2,] 0 0 0 0 1 2 6.2598267 -1.7025927 

[3,] 0 1 0 1 0 2 5.9681697 -1.6243127 

[4,] 0 0 1 0 0 7 11.7260083 -1.3801281 

[5,] 0 0 1 1 0 5 8.1827284 -1.1126294 

[6,] 0 1 1 0 0 1 2.8294188 -1.0875883 

[7,] 0 0 1 1 1 1 2.5139790 -0.9548585 

[8,] 0 1 0 0 1 1 1.5104604 -0.4153435 

[9,] 0 0 0 1 0 23 24.7339870 -0.3486573 

[10,] 0 1 0 1 1 2 1.8336003 0.1228854 

[11,] 0 0 0 1 1 6 4.3682778 0.7807124 

[12,] 0 1 1 0 1 2 0.8692821 1.2127573 

[13,] 0 1 1 1 0 7 3.4347296 1.9237392 

[14,] 0 1 1 1 1 5 1.7705556 2.4270181 

[15,] 0 0 0 0 0 86 65.4007362 2.5471844 

[16,] 1 1 1 1 1 3 0.4678133 3.7021964 

[17,] 1 1 1 1 0 4 0.5490291 4.6574009 

[18,] 1 1 1 0 1 3 0.1389516 7.6752660 
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In contrast considering question 1 we note that it is only selected when three other questions have also been 
selected. Does this mean that we can drop this question from the questionnaire? To answer this we will need to 
investigate the various models discussed earlier in subsequent sections.  

The item response table is extremely important when assessing the responses. For the above dataset we have 18 
unique response patterns, and the number of all possible patterns for n questions is simply 2n which in this instance 
is 25 = 32 this number rapidly rises, for example considering a questionnaire with 30 binary questions gives us a set 
of unique response patterns equal to 230 =  1,073,741,824  clearly this will affect the required sample size for such 
studies.  In our dataset we have 18 (i.e. 56%) of the 32 possible response patterns and after the null response 
question 4 is clearly the most popular, reflecting the graphical display.   

The item response table is produced in R as part of the Rasch model output (discussed latter), the last two columns 
representing the expected and residual values from the model, will also be discussed latter, but first I would like to 
investigate another way of describing the data, that is using cluster analysis. 

2.1 Cluster analysis in SPSS 

Select the main menu option Analyse -> classify -> Hierarchical cluster. You are then presented with a dialog box 
asking for the variables to be using in the analysis and if the clustering is by 
variable of case. 

 

 

 

 

 

 

 

 

There are two basic aspects of hierarchical cluster analysis, selecting 
how you measure the distance/difference/similarity between each 
cluster (the ‘measure’ aspect in the SPSS dialog box) and secondly 
the method used to combine the clusters (i.e. cluster method 
aspect).  

Measures - Remembering that we are working 
with Binary data means that certain distance 
measures are more appropriate than others we 
also need to consider if we feel that present/absent is the same as 
present/present or not: 

  

 present absent 

present a b 

absent c d 

 

Squared Euclidean distance  = b + c   

Simple matching = (a + d)/(a + b + c + d) equal weight given to matching/nonmatching pairs 

Jaccard = a/(a + b + c) joint absences are excluded. Equal weight is given to 
matching/nonmatching pairs. Also called the similarity ratio. 

Dice = 2a/(2a + b+ c) (also called the Czekanowski or Sorenson similarity measure. Double weight 
for matches. 

Phi 4-point correlation = binary form of the Pearson product-moment correlation coefficient. 
   =(ad – bc)/√(a+b)(b+d)(c+d) 
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Cluster method – once we have decided on an appropriate 
method of distance/similarity measure we then need to decide 
what is the most appropriate method of combining each cluster. 
SPSS offers 7 different methods of combining clusters.  The three 
most appropriate for binary data are the between-groups linkage, 
nearest neighbor (=single linkage) and furthest neighbor 

(=complete linkage), often the methods produce a very similar set of clusters (Bartholomew, Steele, Moustaki & 
Galbraith 2008 p.39) but we do not find this in this instance – see below. 

2.1.1 Average linkage compared to nearest neighbour/phi 4 point correlation 

As I mentioned before Cluster analysis can produce very different results depending upon which methods (i.e. 
options) you use. To give you some experience I will use the complete set of 30 binary questions and repeat the 
analysis several times. 

We can see that both of the methods used below produce 
a cluster of items {2,3,1,5} but then diverge somewhat. 
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2.1.2 Average linkage compared to nearest neighbour/Dice 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

One important aspect to note, is the problem shown in the above, of what is known as chaining this is particularly 
prevalent when the nearest neighbor (single linkage) clustering method is used, Bartholomew, Steele, Moustaki & 
Galbraith 2008 (p.49). Chaining is when the clusters just seem to form across the diagonal of the page. Compare the 
diagram above on the right to the two top ones on the next page. 
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2.1.3 Furthest neighbour method using all measures  
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The above dendrograms (as they are called) demonstrate that you can get virtually any configuration of clusters 
from a cluster analysis if you try hard enough! However his might be a bit harsh.  Considering those which do not 
appear to suffer from a high level of chaining a useful exercise is to consider which questions resultant clusters 
contain, this is left as an exercise. 

 

Exercise 1. comparing results 

To be able to compare the results from the various analyses it is 
sensible to constrain the results to produce a predefined number of 
clusters and to achieve this you need to set the minimum/maximum 
number of clusters options in the hierarchical cluster analysis -> 
statistics dialog box. 

Run the various analyses listed below with these constraints and in 
each cell in the table list the questions that appear in each cluster. 

 

 

 

 Cluster: 1 2 3 4 5 6 7 8 

Clustering 
method 

Distance 
measure         

Between 
groups 

(average 
linkage) 

Squared 
Euclidean         

Jaccard         

Dice         

Phi-4 point         

Nearest 
neighbor 

(single 
linkage) 

Squared 
Euclidean         

Jaccard         

Dice         

Phi-4 point         

Furthest 
neighbor 

(complete 
linkage) 

Squared 
Euclidean         

Jaccard         

Dice         

Phi-4 point         

Comments:          
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In addition to the graphical dendrogram output SPSS obviously produces a number of tables  

 

The Proximity/distance matrix is just a list of the measures you selected in the 
‘measure’ option, also if you selected the standardize option the values will have 
been standardized. Inspecting the matrix provides insight into how the clusters are 
formed (considering the average linkage / Phi 4 point approach) :  

 

 

The Agglomeration schedule provides step by step details of how the clusters were formed, again considering the 
average linkage approach with Phi 4 point correlations: 

 
Referring back to the actual dendrogram (the first one in this 
chapter) you will spot the similarities.  

The clusters combined columns indicate which clusters are joined 
together at each stage.  

The coefficients column indicates the proximity/distance measure 
you selected, you can see for the first stage where we have 
questions two and three (som2, som3) combined has a phi 4 point 
correlation of 0.656 which is the same as the value in the 
Proximity/distance matrix.  However the subsequent coefficients 
will not be found in the original Proximity/ distance matrix 
because at each stage the values are recalculated with the 
variables from the previous stage combined. 

Inspection of the coefficients is useful for a number of reasons, 
depending upon which proximity/distance measure you selected, 
it indicates how close each cluster is. Secondly the value can 
provide some indication as to the number of clusters that are 
sensible to consider which is indicated by a sudden gap in the 
values. Graphing the values can highlight this, but our dataset is 

remarkably smooth. 

In the above you will notice that the coefficient values range between 0 and .656 this is to be expected as we 
selected the phi 4 correlation option here. In fact only one 
of our five distance measures we have investigated, the 
squared Euclidean distance measure, has a range beyond 
1. 

We will now turn back to the model based/probabilistic 
approach considering only the first five questions again. 
There seems some validity in this given that the {1,2,3,4,5} 
cluster seems to be a fairly common one from the above 
exercise.  

Agglomeration Schedule  

Stage 
Cluster Combined Coefficients Stage Cluster First Appears 

Next Stage 
Cluster 1 Cluster 2 Cluster 1 Cluster 2 

1 2 3 .656 0 0 3 

2 13 14 .497 0 0 8 

3 1 2 .495 0 1 10 

4 9 25 .471 0 0 11 

5 16 27 .458 0 0 6 

6 16 24 .431 5 0 21 

7 7 11 .426 0 0 13 

8 12 13 .420 0 2 15 

9 20 21 .397 0 0 14 

10 1 5 .377 3 0 16 

11 8 9 .365 0 4 17 

12 10 28 .349 0 0 20 

13 7 15 .347 7 0 15 

14 20 22 .319 9 0 22 

15 7 12 .307 13 8 17 

16 1 4 .300 10 0 25 

17 7 8 .279 15 11 23 

18 17 18 .276 0 0 19 

19 6 17 .270 0 18 25 

20 10 26 .270 12 0 22 

21 16 23 .261 6 0 24 

22 10 20 .237 20 14 24 

23 7 29 .219 17 0 26 

24 10 16 .189 22 21 27 

25 1 6 .184 16 19 26 

26 1 7 .166 25 23 27 

27 1 10 .150 26 24 28 

28 1 19 .116 27 0 29 

29 1 30 .106 28 0 0 
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3 The constrained Rasch model 
The constrained Rasch model is a model which forms part of what is called the Item Response Theory Approach, and 
is a whole specialist area in itself. However hopefully we can get a taste for this type of approach by investigating 
this model. The Rasch model, which is a one parameter logistic model is:  

log
1

ij

i j

ij

p
b

p


 
    

 

  

The left hand side is the logit function you will remember you came across in the chapter on logistic regression. It 
represents the log odds of subject i having the symptom for question j which can be transformed to equal the 
probability of having the symptom. This is also called the item characteristic curve or the item response function 
(IRF) such a curve demonstrates how the probability of a symptom increases with the subjects preponderance of the 
symptom.  

The right hand side shows that the probability of success is a function of the difference between a person’s 
ability/preponderance and the item difficulty. When the ability/preponderance equals the items difficulty, the 
probability of success is 0.5. In contrast subjects with a high preponderance to having the symptom have virtually a 
1.0 probability of having the symptom.  

All this means is that the difference between the subjects preponderance and question difficulty can be directly 
translated into the probability of a correct response i.e. having the symptom. Yang, Tsou & chen et al 2011 p. 125   

Probability of symptom= PERSONs characteristics and QUESTIONs characteristics 

In the Rasch model all the j parameters that is the subject ability parameters are set to equal one. That is we assume 
that all subjects are equal and the questions characteristics are what effects the probability of a symptom.  

The ability parameter is simply the score for each question for a subject summed across all the questions. This is 
sufficient for calculating θi assuming the model is true. 

And the total number of positive/correct responses for a question j is simply the score for each subject for the 
question summed across all subjects. This is sufficient for calculating bj0 assuming the model is true. 

 

We will have noticed that the item response patterns we produced in R contained a last column labelled logit and 
this value is simply that of the equation above i.e.  

.0621
log 2.7148

1 .0621
e

 
  

 
     

 

 

 

 

  

i = subject 
j = question/item 
ϴ = subjects preponderance (i.e. ability in educational context) 
b = question difficulty (discrimination/difficulty parameter = factor loadings) 

                 0           1           logit 
som1   0.9379 0.0621 -2.7147 
som2   0.8075 0.1925 -1.4335 
som3   0.7640 0.2360 -1.1746 
som4   0.6398 0.3602 -0.5743 
som5   0.8447 0.1553 -1.6938 
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Details of how you run the constrained Rasch model are given below.  

     

 

 

 

 

 

 

     

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Note how the results from the constrained Rasch model reflect those of the plot produced previously.  

To examine the fit of the model we can use the Gof.rasch() function this performs a parametric bootstrap goodness 
of fit test using Pearsons chi square statistic, we are seeking a high non significant value to indicate a good fit. The B 
parameter stews how many samples we wish to create.    

>  # to obtain the fit measure - want high p value 
>  GoF.rasch(fit.rasch1, B=199) 
Bootstrap Goodness-of-Fit using Pearson chi-squared 
Call: 
rasch(data = somq, constraint = cbind(ncol(somq) + 1, 1)) 
Tobs: 140.11  
# data-sets: 200  
p-value: 0.005 

This small p value indicates that our model fits the data very poorly.  So let’s try relaxing the constraint of setting all 
the discrimination parameters to one and have an estimated value instead – see next page.  

  

#################### 
# Fit Rasch Models # 
#################### 
 
# fix discrimination to 1 
fit.rasch1 <- rasch(somq, constraint = cbind(ncol(somq) + 1, 1)) 
summary(fit.rasch1) 
# items ordered by difficulty, and 
# probability of positive response by the average 
# individual 
coef(fit.rasch1, prob = TRUE, order = TRUE) 
 
# To get the unique item response patterns 
 residuals(fit.rasch1) 
 

This produces the following output 

Model Summary: 
   log.Lik              AIC             BIC 
 -334.6133      679.2266      694.6336 
 
Coefficients: 
                       value          std.err       z.vals 
Dffclt.som1    3.2494     0.3564     9.1174 
Dffclt.som2    1.7664     0.2354     7.5042 
Dffclt.som3    1.4508     0.2216     6.5461 
Dffclt.som4    0.7044     0.2007     3.5100 
Dffclt.som5   2.0785      0.2524     8.2353 
Dscrmn          1.0000      NA     NA 
 
Integration: method: Gauss-Hermite 
quadrature points: 21  
Optimization:  Convergence: 0  
max(|grad|): 0.0012  
quasi-Newton: BFGS  
> # use the coef function to find the probability of positive response by the average 
> # individual 
> coef(fit.rasch1, prob = TRUE, order = TRUE) 
            Dffclt             Dscrmn      P(x=1|z=0) 
som4 0.7044428      1              0.33082794 
som3 1.4508118      1              0.18987667 
som2 1.7663971      1              0.14599095 
som5 2.0784686      1              0.11120724 
som1 3.2493658      1              0.03734968 

Note how the difficulty 
parameters reflect the 
scores 

These model fit values are used to 
compare different models – see latter 

Discrimination parameters/factor 
loadings. In this instance smaller the 
value less lightly to obtain a positive 
response.   

The probability of a positive response to the 
jth item for the average subject. 
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4 Unconstrained Rasch model  
In this situation the discrimination parameter is still set to a single value but now the value is estimated rather than 
set to 1. This is easily done in R by simply calling rasch() 

Again we see this is a poor fit with a p value of 0.005  

However just because it has the same p value as the 
previous model does not mean that it is as poorly fit to 
measure that we can compare the model fit values. 

# to compare mode 1 with model 2 
anova(fit.rasch1, fit.rasch2) 
 
Likelihood Ratio Table 
              AIC    BIC log.Lik   LRT df p.value 
fit.rasch1 679.23 694.63 -334.61                  
fit.rasch2 635.54 654.03 -311.77 45.69  1  <0.001 
 

The significant p value (i.e. less than 0.05) indicates that 
the unconstrained model is more suitable – but from the 
above still a poor fit! 

We can investigate the poor fit a number of ways of which 
one is looking at the two and three way marginals using 
the margins(fit.rasch2) and margins(fit.rasch2, type = 
“three-way”) commands.  

Exercise 2. investigating residuals 

Run the margins commands and comment upon your 
findings. 

 

 

 

Another way of investigating the poor fit is to consider the residuals for each pattern obtained by using the 
residuals(fit.rasch2) command. 

 

It is interesting to note that response patterns 
with item 1 appear in the response patterns with 
the poorest fit for this model.  

We can extend this model by assuming that each 
item has a different discrimination parameter 
which is called the two parameter or Latent trait 
model. 

  

# unconstrained Rasch model 
> fit.rasch2 <- rasch(somq) 
> summary(fit.rasch2) 
 
Model Summary: 
   log.Lik              AIC             BIC 
 -311.7705     635.541    654.0294 
 
Coefficients: 
                           Value         std.err           z.vals 
Dffclt.som1  1.8818         0.2246          8.3774 
Dffclt.som2  1.0650          0.1486         7.1652 
Dffclt.som3  0.8814          0.1386         6.3599 
Dffclt.som4  0.4370          0.1236         3.5366 
Dffclt.som5  1.2439          0.1605         7.7503 
Dscrmn        2.5421          0.3306          7.6892 
 
…… 
> # items ordered by difficulty, and 
> # probability of positive response by the average  individual 
> coef(fit.rasch2, prob = TRUE, order = TRUE) 
             Dffclt                  Dscrmn            P(x=1|z=0) 
som4   0.4369680        2.542127        0.247716507 
som3   0.8813736        2.542127         0.096166524 
som2   1.0650464        2.542127         0.062533206 
som5   1.2439336        2.542127        0.040611783 
som1   1.8818326        2.542127        0.008294299 
 
>  # to obtain the fit measure - want high p value 
>  GoF.rasch(fit.rasch2, B=199) 
# data-sets: 200  
p-value: 0.005 

> residuals(fit.rasch2) 
        som1 som2 som3 som4 som5 Obs        Exp        Resid 
 [1,]    0    1    0    0    0   1      3.8563540 -1.454533000 
 [2,]    0    0    1    1    1   1      3.0825552 -1.186154022 
 [3,]    0    1    0    1    0   2      4.4065575 -1.146427294 
 [4,]    0    0    1    1    0   5      7.0287830 -0.765236225 
 [5,]    1    1    1    1    1   3      4.5632125 -0.731783610 
 [6,]    0    1    1    1    1   5      5.9543965 -0.391119961 
 [7,]    0    1    1    0    0   1      1.4238411 -0.355199458 
 [8,]    0    0    0    0    1   2      2.4472580 -0.285902708 
 [9,]    0    0    0    0    0  86     85.9442984  0.006008403 
[10,]    0    1    0    1    1   2      1.9325474  0.048521406 
[11,]    0    0    1    0    0   7      6.1511679  0.342249633 
[12,]    0    1    0    0    1   1      0.5664789  0.575994635 
[13,]    0    0    0    1    0  23     19.0368681  0.908323981 
[14,]    0    1    1    1    0   7      4.8574460  0.972137689 
[15,]    0    1    1    0    1   2      0.6244422  1.740735236 
[16,]    0    0    0    1    1   6      2.7964194  1.915730852 
[17,]    1    1    1    1    0   4      1.1764594  2.603188131 
[18,]    1    1    1    0    1   3      0.1512381  7.325302160 
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5 Latent trait models (two parameter model) 
The latent trait model is the analogue of the factor analysis model for binary observed data.  In R in the itm package 
we use the ltm() function: 

The output is shown opposite: 

The important thing to consider is the fit of this model 
and how it compares to the others. Unfortunately we 
can’t use the Gof function with an ltm object. Instead 
we can use the log-likelihood test using item.fit() 
however there is a problem as this requires all the 
expected values to be above 5. We will forget this for 
now. Instead we will compare this model with the 
previous unconstrained Rasch model, and the result 
below indicates that it is a better fit. 

> # perform a LRT with the unconstrained Rasch model 
> anova(fit.rasch2, fit.2pl) 
 Likelihood Ratio Table 
                     AIC             BIC                log.Lik        LRT        df          p.value 
fit.rasch    2 635.54      654.03      -311.77                  
fit.2pl        619.70        650.52 -      299.85       23.84       4       <0.001 

We can also extend the model to consider a 2 latent variable model and also a 2 latent correlated variable model: 

While both models appear a better fit than the unconstrained Rasch model notice that for the correlated model, 
which uses up another  5 degrees of freedom the AIC and BIC value are higher indicating that the added complexity 
may not be worth it. 

  

ltm(formula = somq ~ z1) 
 
Model Summary: 
   log.Lik     AIC         BIC 
 -299.8515    619.703     650.5171 
 
Coefficients: 
              value     std.err   z.vals 
Dffclt.som1  1.4533     1.2058    1.2052 
Dffclt.som2  0.7518     3.1363    0.2397 
Dffclt.som3  0.8493     0.1433    5.9258 
Dffclt.som4  0.5920     0.1816    3.2590 
Dffclt.som5  1.4219     0.2391    5.9455 
Dscrmn.som1 16.8013   216.2054    0.0777 
Dscrmn.som2 24.8391  1056.0567    0.0235 
Dscrmn.som3  3.3555     1.0688    3.1395 
Dscrmn.som4  1.3625     0.3448    3.9521 
Dscrmn.som5  1.8479     0.4781    3.8654 
 
….. 
 
> coef(fit.2pl, standardized = TRUE, prob = TRUE, order = TRUE) 
        Dffclt    Dscrmn      std.z1      P(x=1|z=0) 
som4 0.5919760    1.362495   0.8061687  3.086231e-01 
som2 0.7518077   24.839088   0.9991906  7.760509e-09 
som3 0.8493435    3.355535   0.9583482  5.468122e-02 
som5 1.4218542    1.847905   0.8794809  6.739247e-02 
som1 1.4532964   16.801269   0.9982334  2.487336e-11 
> 

> fit.3pl <- ltm(somq ~ z1 + z2)  #2 latent variable uncorrelated 
> summary(fit.3pl) 
. . . . . 
Model Summary: 
   log.Lik      AIC        BIC 
 -297.7254     625.4509   671.6719 
 
Coefficients: 
                    value  std.err  z.vals 
(Intercept).som1 -53.2874 379.5843 -0.1404 
(Intercept).som2 -13.2286 169.1797 -0.0782 
(Intercept).som3 -16.4811 363.7307 -0.0453 
(Intercept).som4  -0.7724   0.2401 -3.2173 
(Intercept).som5  -4.1857   2.2545 -1.8566 
z1.som1           32.9232 236.1086  0.1394 
z1.som2           15.7582 211.7064  0.0744 
z1.som3           20.4929 454.1774  0.0451 
z1.som4            1.3775   0.3527  3.9058 
z1.som5            3.3848   2.1281  1.5905 
z2.som1            6.6674  54.3034  0.1228 
z2.som2            0.5066   1.1385  0.4449 
z2.som3           10.2671 227.5960  0.0451 
z2.som4           -0.1153   0.4749 -0.2427 
z2.som5           -1.4921   1.5446 -0.9660 
 
Integration: method: Gauss-Hermite quadrature points: 15  
Optimization: Convergence: 0   max(|grad|): 0.0031 quasi-Newton: BFGS  
 
> coef(fit.3pl, standardized = TRUE, prob = TRUE, order = TRUE) 
     (Intercept)        z1    std.z1         z2      std.z2   P(x=1|z=0) 
som1 -53.2874328 32.923178 0.9792365  6.6674069  0.19830918 7.203806e-24 
som3 -16.4811136 20.492934 0.8923707 10.2670564  0.44708189 6.955739e-08 
som2 -13.2286280 15.758190 0.9954870  0.5065513  0.03200020 1.798370e-06 
som5  -4.1857490  3.384780 0.8547048 -1.4920605 -0.37676635 1.498291e-02 
som4  -0.7724484  1.377549 0.6965734 -0.1152869 -0.05829613 3.159497e-01 
 
> # perform a LRT with the unconstrained Rasch model 
> anova(fit.rasch2, fit.3pl) 
 Likelihood Ratio Table 
              AIC      BIC      log.Lik   LRT    df   p.value 
fit.rasch2 635.54     654.03    -311.77                  
fit.3pl    625.45     671.67    -297.73    28.09  9   0.001 

> ###### two latent variables correlated 
> fit.4pl <- ltm(somq ~ z1 * z2) 
> summary(fit.4pl) 
. . . . 
Model Summary: 
  log.Lik      AIC           BIC 
 -292.4374    624.8748      686.5029 
Coefficients: 
                    value std.err  z.vals 
(Intercept).som1 -24.5064 70.7959 -0.3462 
(Intercept).som2 -12.3567 45.6481 -0.2707 
(Intercept).som3  -2.0721  0.5144 -4.0283 
(Intercept).som4 -10.6969 42.1820 -0.2536 
(Intercept).som5 -13.1693 53.4992 -0.2462 
z1.som1            2.6999 13.0967  0.2062 
z1.som2            8.4484 28.6628  0.2948 
z1.som3            1.3426  0.9847  1.3634 
z1.som4            7.3761 26.2552  0.2809 
z1.som5           13.7960 66.8910  0.2062 
z2.som1           12.1681 34.4149  0.3536 
z2.som2            9.7183 38.8805  0.2500 
z2.som3            1.9390  0.5968  3.2489 
z2.som4           16.1292 53.5194  0.3014 
z2.som5            1.7411 44.1400  0.0394 
z1:z2.som1         7.4702 23.0958  0.3234 
z1:z2.som2        14.8696 65.7789  0.2261 
z1:z2.som3         1.3393  1.9184  0.6981 
z1:z2.som4       -10.8829 33.3682 -0.3261 
z1:z2.som5        -0.8653 55.2199 -0.0157 
 
Integration: method: Gauss-Hermite quadrature points: 15  
Optimization: Convergence: 1 max(|grad|): 0.011 quasi-Newton: BFGS  
 
> coef(fit.4pl, standardized = TRUE, prob = TRUE, order = TRUE) 
     (Intercept)        z1    std.z1        z2    std.z2   P(x=1|z=0) 
som1  -24.506394  2.699939 0.1849290 12.168114 0.8334403 2.275142e-11 
som5  -13.169338 13.795974 0.9851526  1.741119 0.1243310 1.908219e-06 
som2  -12.356677  8.448406 0.4283919  9.718347 0.4927866 4.300922e-06 
som4  -10.696877  7.376094 0.3536589 16.129154 0.7733387 2.261493e-05 
som3   -2.072121  1.342589 0.4389370  1.938950 0.6339072 1.118362e-01 
Warning message: 
In coef.ltm(fit.4pl, standardized = TRUE, prob = TRUE, order = TRUE) : 
  standardized loadings are returned for the simple one- and two-factor models. 
 
> # perform a LRT with the unconstrained Rasch model 
> anova(fit.rasch2, fit.4pl) 
Likelihood Ratio Table 
              AIC    BIC log.Lik   LRT df p.value 
fit.rasch2 635.54 654.03 -311.77                  
fit.4pl    624.87 686.50 -292.44 38.67 14  <0.001 

fit.2pl <- ltm(somq ~ z1) 
summary(fit.2pl) 
coef(fit.2pl, standardized = TRUE, prob = TRUE, 
order = TRUE) 
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Comparing the two uncorrelated to the correlated latent variable models directly using anova(fit.3pl, fit.4pl) gives: 

 Likelihood Ratio Table 
               AIC            BIC                   log.Lik      LRT             df      p.value 
fit.3pl    625.45      671.67          -297.73                  
fit.4pl    624.87     686.50           -292.44      10.58             5        0.06 
 

The non significant p value or 0.06 confirms our suspicions that the added complexity is not worth it. Comparing the 
one factor model against the two uncorrelated factor model gives: 

> # Compare the one factor model against the 2 factor uncorrelated model  
> anova(fit.2pl, fit.3pl) 
 Likelihood Ratio Table 
                 AIC             BIC               log.Lik    LRT                df      p.value  
fit.2pl      619.70       650.52       -299.85                 
fit.3pl      625.45       671.67       -297.73    4.25               5       0.514 

 

This indicates that the two factor model offers no better fit than the single factor model, which we know does fit 
better than the unconstrained Rasch model.  

 

5.1 Factor scores 

Returning again to the one factor model (fit.2pl) we can obtain factor scores for the various observed response 
patterns using the factor.scores(fit.2pl) command: 

 

We can see again the mismatch between the 
expected and observed number of responses 
for response patterns 16 – 18, that is those 
involving item 1.  

Rerunning the one factor model omitting 
question 1 results in 

Model Summary: 
   log.Lik            AIC                 BIC 
 -281.6102    579.2203       603.8716 

 

Both the AIC and BIC are smaller possibly 
indicating a better fit  

 

 

 

  

> factor.scores(fit.2pl) 
. . . . . . 
Factor-Scores for observed response patterns: 
   som1 som2 som3 som4 som5 Obs         Exp        z1     se.z1 
1     0    0    0    0    0  86       85.052    -0.395    0.795 
2     0    0    0    0    1   2        4.430     0.400    0.526 
3     0    0    0    1    0  23       26.291     0.250    0.584 
4     0    0    0    1    1   6        3.011     0.601    0.234 
5     0    0    1    0    0   7        5.758     0.609    0.218 
6     0    0    1    1    0   5        5.262     0.651    0.145 
7     0    0    1    1    1   1        1.200     0.680    0.111 
8     0    1    0    0    0   1        1.453     0.822    0.110 
9     0    1    0    0    1   1        0.561     0.851    0.142 
10    0    1    0    1    0   2        2.157     0.842    0.130 
11    0    1    0    1    1   2        1.097     0.889    0.204 
12    0    1    1    0    0   1        2.330     0.896    0.217 
13    0    1    1    0    1   2        1.664     1.128    0.418 
14    0    1    1    1    0   7        5.517     1.038    0.427 
15    0    1    1    1    1   5        4.454     1.275    0.244 
16    1    1    1    0    1   3        0.855     1.586    0.190 
17    1    1    1    1    0   4        2.203     1.570    0.173 
18    1    1    1    1    1   3        5.503     1.663    0.308 
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# check the fit to the three-way margins 
> margins(fit.2pl, type = "three-way") 
 
Call: 
ltm(formula = somq ~ z1) 
 
Fit on the Three-Way Margins 
 
Response: (0,0,0) 
  Item i Item j Item k Obs    Exp (O-E)^2/E   
1      1      3      5 112 114.95      0.08   
2      2      4      5  93  90.81      0.05   
3      2      3      5 109 111.34      0.05   
 
Response: (1,0,0) 
  Item i Item j Item k Obs  Exp (O-E)^2/E   
1      2      4      5   2 4.36      1.28   
2      1      4      5   0 0.57      0.57   
3      1      3      5   0 0.27      0.27   
 
Response: (0,1,0) 
  Item i Item j Item k Obs   Exp (O-E)^2/E   
1      3      4      5  25 28.65      0.46   
2      2      4      5  28 31.55      0.40   
3      1      2      4   5  6.01      0.17   
 
Response: (1,1,0) 
  Item i Item j Item k Obs  Exp (O-E)^2/E   
1      1      3      4   3 1.36      1.96   
2      1      2      4   3 1.49      1.52   
3      1      4      5   4 2.40      1.06   
 
Response: (0,0,1) 
  Item i Item j Item k Obs  Exp (O-E)^2/E   
1      2      4      5   2 5.57      2.29   
2      1      4      5   5 7.79      1.00   
3      3      4      5   3 5.06      0.84   
 
Response: (1,0,1) 
  Item i Item j Item k Obs  Exp (O-E)^2/E     
1      1      4      5   3 0.92      4.70 *** 
2      2      4      5   6 3.15      2.59     
3      2      3      5   3 1.95      0.57     
 
Response: (0,1,1) 
  Item i Item j Item k Obs  Exp (O-E)^2/E   
1      3      4      5   8 4.33      3.10   
2      2      4      5   7 4.21      1.85   
3      1      4      5  14 9.76      1.84   
 
Response: (1,1,1) 
  Item i Item j Item k Obs   Exp (O-E)^2/E   
1      1      4      5   3  5.73      1.30   
2      3      4      5   9 11.16      0.42   
3      1      2      4   7  8.13      0.16   
 
'***' denotes a chi-squared residual greater than 3.5  

5.2 Goodness of fit 

I have left this until the end as there is a problem with our dataset as the frequencies of several response patterns 
are very low and this affects the expected frequency values for the Global goodness of fit tests that is the Chi-square 
and the log likelihood ratio (G2 ) tests which require an expected frequency count of above 5 for any category.  One 
solution is to pool response patterns with expected values of less than 5 another is to only consider the marginals. 
By this I mean comparing the 2 x 2 contingency tables for a particular response pattern for each of the questions 
two at a time.   Bartholomew, Steele, Moustaki & Galbraith 2008 p.220 recommend 
that residuals above 4 indicate a poor fit. He also points out that often the global 
goodness of fit value, be it poor or good does not reflect the relationships noted in 
the marginal tables.   

Considering the one factor model we can see that the ‘global’ goodness of fit is very 
poor for questions, 1, 3 and 5 but question 1 has only 10 responses. 

 

Results from a marginal 
analysis is provided opposite. 

 

 

 

Exercise 3. investigating 
residuals 2 

Comment on the marginal 
analysis opposite. 

 

 

 

 

 

 

 

 

 

 

5.2.1 Proportion explained 

Bartholomew, Steele, Moustaki & Galbraith 2008 p.220 suggest the following formula can be used to represent the 

proportion of G2 explained. 
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   where q is the number of latent variables and G0 represents the 

independence model.  

> item.fit(fit.2pl) 
Item-Fit Statistics and P-values 
Call: 
ltm(formula = somq ~ z1) 
Alternative: Items do not fit the model 
Ability Categories: 10 
                   X^2             Pr(>X^2) 
som1      31.3235       0.0001 
som2       1.1544         0.9971 
som3     48.4279      <0.0001 
som4     12.5913        0.1267 
som5     61.4416      <0.0001 

 
> # check the fit to the two-way 
margins 
> margins(fit.2pl) 
 
Call: 
ltm(formula = somq ~ z1) 
 
Fit on the Two-Way Margins 
 
Response: (0,0) 
  Item i Item j Obs    Exp (O-E)^2/E   
1      3      5 112 115.22      0.09   
2      1      4 100 102.39      0.06   
3      1      2 130 132.14      0.03   
 
Response: (1,0) 
  Item i Item j Obs  Exp (O-E)^2/E   
1      1      4   3 1.49      1.52   
2      1      3   0 0.56      0.56   
3      1      5   4 2.98      0.35   
 
Response: (0,1) 
  Item i Item j Obs   Exp (O-E)^2/E   
1      3      5  11  9.39      0.28   
2      1      2  21 19.23      0.16   
3      1      5  19 17.55      0.12   
 
Response: (1,1) 
  Item i Item j Obs   Exp (O-E)^2/E   
1      2      5  16 14.43      0.17   
2      2      3  25 23.03      0.17   
3      1      4   7  8.13      0.16   
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6 [Nominal] Latent class analysis 
Nominal Latent class analysis is often considered to be the probabilistic equivalent to cluster analysis and we will 
look at this again at the end of this chapter. In the previous sections we considered the factor/latent variable to be a 
continuous variable but  now we will consider the latent variable to represent a nominal variable with the number 
of categories ranging from 2 to any number you care to define, hence the term class.  To carry out such an analysis 
we make use of the poLCA R package.    

One consequence of this is that because we now have a latent variable that is not interval/ratio data we cannot use 
the anova function to compare models, however such models do produce the AIC, BIC, likelihood ratio and chi 
square statistics which we can still make use of.   

We will consider three models,  

 One nominal latent class (equivalent to the log linear model)  

 two nominal latent class model. 

 three nominal latent class model. 

We use the usual command to install the package, install.packages("poLCA",dependencies=TRUE) and in terms of 
data preparation for this analysis there is only one change from the strategy we have adopted earlier, the poLCA 
package expects variable coding to start at 1 not zero so we simply add one to all the values in the dataset making 1 
= not selected and 2=selected. The R code is given below: 

 

################################################################################################ 
# Using the poLCA package to perform a Latent variable analysis on dichotomous manafest variables 
# and nominal latent variable 
# Import Data 
somq <- read.table(file=file.choose()) 
names(somq) <- c("som1", "som2", "som3", "som4", "som5","som6", "som7", "som8", "som9", "som10",  
"som11", "som12", "som13", "som14", "som15","som16", "som17", "som18", "som19", "som20", 
"som21", "som22", "som23", "som24", "som25","som26", "som27", "som28", "som29", "som30") 
 
# only need to run immediate line below once 
# install.packages("poLCA",dependencies=TRUE) 
#################### 
# now to load the package 
# load `poLCA' package 
library(poLCA) 
somq <- somq[,1:5] 
somq 
#poLCA needs values beginning at 1 not zero so need to increase all values by 1 
somq <- somq+1 
################################################################################################ 

 
Now for the actual analysis: 
 
################################################################################################ 
# need to create the formula to pass to the poLCA function 
formula1 <- cbind(som1,som2,som3,som4,som5) ~ 1 
## m0: Loglinear independence model. 
## m1: Two-class latent class model. 
## m2: Three-class latent class model. 
 
m0 <- poLCA(formula1,somq,nclass=1) # cannot produce a graph for single latent var.  log-likelihood:  
m1 <- poLCA(formula1,somq,nclass=2, graphs=TRUE) # log-likelihood:  
m2 <- poLCA(formula1,somq,nclass=3,maxiter=8000, graphs=TRUE) # log-likelihood: 
 
################################################################################################ 

The output is given on the next page.  

 

 

  

poLCA(formula, data, nclass, graph=FALSE, maxiter= ) 

Response ~ predictors 

Number of classes 
default=2; 1=standard 
log linear model 

Default is true 

Maximum number of iterations for parameter estimation for requesting more 
than 2 classes may need to increase default=1,000 
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We note that both 

the AIC and BIC drop 
over a hundred 
points between the 
one factor and the 
two factor model. 
However, only the 
AIC drops, and by a 
very small amount, 
for the 3 class model. 
In contrast while 
both the log 
likelihood ratio test (G2) and chi-square goodness of fit values do 
continue to drop substantially, these do not take into account the 
additional complexity of the three latent class model.  So the two latent class model is probably the best and most 
parsimonious.   
The graphs give details of each of the latent variables. Each group of red bars represents the conditional 
probabilities, by latent class, of being rated as having the symptom by each question (labeled som1 through som5). 
Taller bars correspond to conditional probabilities closer to 1 of a positive rating.  The values along the bottom 
represent the percentage of the population that belong to each latent variable, so taking the two latent variable 
model we can say that the model represents a situation where 19% of the population a positive (looking at all the 
high red lines) and 80% are largely negative except for som3 and som4.  This suggests that we could call the first 
latent variable ‘high symptom incidence’ and the other latent variable ‘absence of symptoms’. We can also look at 
the graphs moving from left to right.  We can see that for som2 they have a very light probability of reporting a 
positive for som2.   In contrast to the earlier chapter on exploratory factor analysis we do not here consider rotating 

> m0 <- poLCA(formula1,somq,nclass=1) 
Conditional item response (column) 
probabilities, 
 by outcome variable, for each class (row)  
  
$som1 
           Pr(1)  Pr(2) 
class 1:  0.9379 0.0621 
 
$som2 
           Pr(1)  Pr(2) 
class 1:  0.8075 0.1925 
 
$som3 
          Pr(1) Pr(2) 
class 1:  0.764 0.236 
 
$som4 
           Pr(1)  Pr(2) 
class 1:  0.6398 0.3602 
 
$som5 
           Pr(1)  Pr(2) 
class 1:  0.8447 0.1553 
 
Estimated class population shares  
 1  
  
Predicted class memberships  
(by modal posterior prob.)  
 1  
  
=========================================== 
Fit for 1 latent classes:  
========================================= 
number of observations: 161  
number of estimated parameters: 5  
residual degrees of freedom: 26  
maximum log-likelihood: -379.0596  
  
AIC(1): 768.1193 
BIC(1): 783.5263 
G^2(1): 175.8269 (Likelihood ratio/deviance 
statistic)  
X^2(1): 786.703 (Chi-square goodness of fit) 

> m1 <- poLCA(formula1,somq,nclass=2, graphs=TRUE) 
Conditional item response (column) probabilities, 
 by outcome variable, for each class (row)  
  
$som1 
           Pr(1)  Pr(2) 
class 1:  1.0000 0.0000 
class 2:  0.6767 0.3233 
 
$som2 
           Pr(1)  Pr(2) 
class 1:  0.9891 0.0109 
class 2:  0.0436 0.9564 
 
$som3 
           Pr(1)  Pr(2) 
class 1:  0.9079 0.0921 
class 2:  0.1588 0.8412 
 
$som4 
           Pr(1)  Pr(2) 
class 1:  0.7366 0.2634 
class 2:  0.2323 0.7677 
 
$som5 
           Pr(1)  Pr(2) 
class 1:  0.9356 0.0644 
class 2:  0.4626 0.5374 
 
Estimated class population shares  
 0.8079 0.1921  
  
Predicted class memberships  
(by modal posterior prob.)  
 0.8075 0.1925  
  
=======================================  
Fit for 2 latent classes:  
=======================================  
number of observations: 161  
number of estimated parameters: 11  
residual degrees of freedom: 20  
maximum log-likelihood: -302.8255  
  
AIC(2): 627.651 
BIC(2): 661.5464 
G^2(2): 23.35865 (Likelihood ratio/deviance statistic)  
X^2(2): 23.4717 (Chi-square goodness of fit)  
 

> m2 <- poLCA(formula1,somq,nclass=3,maxiter=8000,graphs=TRUE) 
Conditional item response (column) probabilities, 
 by outcome variable, for each class (row)  
  
$som1 
          Pr(1) Pr(2) 
class 1:  1.000 0.000 
class 2:  0.573 0.427 
class 3:  1.000 0.000 
 
$som2 
           Pr(1)  Pr(2) 
class 1:  0.7668 0.2332 
class 2:  0.0000 1.0000 
class 3:  1.0000 0.0000 
 
$som3 
           Pr(1)  Pr(2) 
class 1:  0.7971 0.2029 
class 2:  0.0000 1.0000 
class 3:  0.9240 0.0760 
 
$som4 
           Pr(1)  Pr(2) 
class 1:  0.2471 0.7529 
class 2:  0.2439 0.7561 
class 3:  0.8495 0.1505 
 
$som5 
           Pr(1)  Pr(2) 
class 1:  0.6145 0.3855 
class 2:  0.4678 0.5322 
class 3:  1.0000 0.0000 
 
Estimated class population shares  
 0.202 0.1454 0.6525  
  
Predicted class memberships (by modal posterior prob.)  
 0.1242 0.1553 0.7205  
  
================================================  
Fit for 3 latent classes:  
===============================================  
number of observations: 161  
number of estimated parameters: 17  
residual degrees of freedom: 14  
maximum log-likelihood: -294.8837  
  
AIC(3): 623.7675 
BIC(3): 676.1514 
G^2(3): 7.47517 (Likelihood ratio/deviance statistic)  
X^2(3): 6.487086 (Chi-square goodness of fit)  

A list of matrices containing the 
estimated class-conditional 
outcome probabilities. 
Each item in the list represents 
one manifest variable; columns 
correspond to possible 
outcomes on each variable, and 
rows correspond to the latent 
classes. 

Various model fit 
statistics to allow 
model comparison 

Same values as those 
that appear at the 
bottom of the graphs 
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the values Also we do not produce factor scores but factor probabilities indicating the chances of belonging to a 
particular class.   

 

6.1 Obtaining observed/estimated frequencies for each response 
pattern/subject 

We can also request the observed and estimated frequencies for each of the response patterns: 

m0$predcell 
m1$predcell 
m2$predcell 
###################################################### 

This produces the output opposite you will notice the close fit between the 

observed and expected frequencies for the m1 model i.e. the two latent 

class model. 

We can also discover for each subject their predicted latent variable 

membership by accessing the predclass element of the poLCA class, for the 

two class model we simply type: m1$predclass to obtain the following. 

 

 

  

# response pattern details 
> m0$predcell 
   som1 som2 som3 som4 som5 observed expected 
1     1    1    1    1    1       86   50.338 
2     1    1    1    1    2        2    9.253 
3     1    1    1    2    1       23   28.346 
4     1    1    1    2    2        6    5.211 
5     1    1    2    1    1        7   15.552 
6     1    1    2    2    1        5    8.757 
7     1    1    2    2    2        1    1.610 
8     1    2    1    1    1        1   12.004 
9     1    2    1    1    2        1    2.207 
10    1    2    1    2    1        2    6.759 
11    1    2    1    2    2        2    1.243 
12    1    2    2    1    1        1    3.708 
13    1    2    2    1    2        2    0.682 
14    1    2    2    2    1        7    2.088 
15    1    2    2    2    2        5    0.384 
16    2    2    2    1    2        3    0.045 
17    2    2    2    2    1        4    0.138 
18    2    2    2    2    2        3    0.025 
> m1$predcell 
   som1 som2 som3 som4 som5 observed expected 
1     1    1    1    1    1       86   80.510 
2     1    1    1    1    2        2    5.561 
3     1    1    1    2    1       23   28.830 
4     1    1    1    2    2        6    2.042 
5     1    1    2    1    1        7    8.252 
6     1    1    2    2    1        5    3.193 
7     1    1    2    2    2        1    0.518 
8     1    2    1    1    1        1    1.231 
9     1    2    1    1    2        1    0.458 
10    1    2    1    2    1        2    1.447 
11    1    2    1    2    2        2    1.333 
12    1    2    2    1    1        1    1.899 
13    1    2    2    1    2        2    2.108 
14    1    2    2    2    1        7    6.012 
15    1    2    2    2    2        5    6.948 
16    2    2    2    1    2        3    1.004 
17    2    2    2    2    1        4    2.857 
18    2    2    2    2    2        3    3.319 
> m2$predcell 
   som1 som2 som3 som4 som5 observed expected 
1     1    1    1    1    1       86   85.486 
2     1    1    1    1    2        2    1.889 
3     1    1    1    2    1       23   23.807 
4     1    1    1    2    2        6    5.774 
5     1    1    2    1    1        7    7.552 
6     1    1    2    2    1        5    3.540 
7     1    1    2    2    2        1    1.470 
8     1    2    1    1    1        1    0.924 
9     1    2    1    1    2        1    0.574 
10    1    2    1    2    1        2    2.790 
11    1    2    1    2    2        2    1.755 
12    1    2    2    1    1        1    1.765 
13    1    2    2    1    2        2    1.888 
14    1    2    2    2    1        7    5.457 
15    1    2    2    2    2        5    5.846 
16    2    2    2    1    2        3    1.298 
17    2    2    2    2    1        4    3.537 
18    2    2    2    2    2        3    4.023 
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6.2 The local Maxima problem 

When estimating the parameter values the computer might home in on a local maximum value rather than a global 
maximum value. To prevent this you can indicate that you want the computer to run the algorithm several times 
and only report the maximum log likelihood value it obtained – also the output from each run is produced on the 
screen as it goes through the process which you can watch if you wish.  

Our results on the previous page only requested a single iteration (the default value) but by using the nrep=required 
number of iterations parameter we can see how consistent the results are. I repeated the three latent variable 
model again requesting 200 iterations: 

 

Exercise 4. investigating residuals 2 

The carcinoma dataset in the poLCA R package, which 
you can access easily in R by typing data(carcinoma) 
once you have loaded the package, consists of 
Dichotomous ratings by seven pathologists (i.e. the 
manifest variables) of 118 slides for the presence or 
absence of carcinoma in the uterine cervix. Source: 
Agresti (2002, 542).  Carry out a one, two and three 
latent class analysis on the data. What conclusions do 
you come to regarding which is the most appropriate 
model. Is it possible to give sensible names to the latent 
classes?   

 

Besides relying upon the two methods above to ensure 
you obtain valid parameter estimates you can also save 
the maximum likelihood ratio value for each run of the 
model into a matrix by using the following code. 

# load `poLCA' package 
library(poLCA) 
# need to create the forumula to pass to the poLCA function 
formula1 <- cbind(som1,som2,som3,som4,som5) ~ 1 
# rows= number of times to run model; column=number of manafest variables 
thematrix <- matrix(NA,nrow=500,ncol=5) 
for (i in 1:500) { 
model_for_matrix <- poLCA(formula1,somq, nclass=2, maxiter=3000,tol=1e-7,verbose=F) 
thematrix[i,1] <- model_for_matrix$llik 
 theorder <- order(model_for_matrix$probs$som3[,1], decreasing=TRUE) 
thematrix[i,-1] <- model_for_matrix$P[theorder] 
 } 
hist(thematrix[,1]) 

  

> m2 <- poLCA(formula1,somq,nclass=3,maxiter=8000, nrep=200, graphs=TRUE) 
Model 1: llik = -294.8837 ... best llik = -294.8837 
Model 2: llik = -294.8837 ... best llik = -294.8837 
Model 3: llik = -294.8837 ... best llik = -294.8837 
Model 4: llik = -294.8837 ... best llik = -294.8837 
Model 5: llik = -294.8837 ... best llik = -294.8837 
Model 6: llik = -294.8837 ... best llik = -294.8837 
. . . . . . . . . . . . . . . . . . . . . . . . . . . 
 . . . . . . . . . . . . . . . . . . . . . .. . . . . 
 . . . . . .. . . . . . . . .  . ..  . . . . . . . . . 
. . . . . . .  . . . . . .. . . . . . . . . . .. . .  
Model 199: llik = -294.8837 ... best llik = -294.8837 
Model 200: llik = -294.8837 ... best llik = -294.8837 
Conditional item response (column) probabilities, 
 by outcome variable, for each class (row)  
  
$som1 
          Pr(1) Pr(2) 
class 1:  0.573 0.427 
class 2:  1.000 0.000 
class 3:  1.000 0.000 
 
$som2 
           Pr(1)  Pr(2) 
class 1:  0.0000 1.0000 
class 2:  0.9999 0.0001 
class 3:  0.7669 0.2331 
 
$som3 
          Pr(1) Pr(2) 
class 1:  0.000 1.000 
class 2:  0.924 0.076 
class 3:  0.797 0.203 
 
$som4 
           Pr(1)  Pr(2) 
class 1:  0.2439 0.7561 
class 2:  0.8493 0.1507 
class 3:  0.2465 0.7535 
 
$som5 
           Pr(1)  Pr(2) 
class 1:  0.4679 0.5321 
class 2:  1.0000 0.0000 
class 3:  0.6136 0.3864 
 
Estimated class population shares  
 0.1455 0.653 0.2015  
  
Predicted class memberships (by modal posterior prob.)  
 0.1553 0.7205 0.1242  
  
=========================================================  
Fit for 3 latent classes:  
=========================================================  
number of observations: 161  
number of estimated parameters: 17  
residual degrees of freedom: 14  
maximum log-likelihood: -294.8837  
  
AIC(3): 623.7674 
BIC(3): 676.1513 
G^2(3): 7.475077 (Likelihood ratio/deviance statistic)  
X^2(3): 6.489873 (Chi-square goodness of fit)  
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7 Comparing models 
While we have compared models within the various approaches we can also compare across them by gathering the 

relevant statistics. 

Model no. model logLik AIC BIC 
Model improvement log 
likelihood ratio test or G

2
 

1 Rasch constrained -334.6133 679.2266 694.6336 Model numbers: 

2 Rasch unconstrained -311.7705 635.541 654.0294 1-2 improvement p<0.001 

3 Latent Trait – one variable -299.8515 619.703 650.5171 
2 – 3 improvement 

P<0.001 

4 
Latent Trait – two uncorrelated 

variables 
-297.7254 625.4509 671.6710 

2 – 4 p<0.001 

3 – 4 p= 0.514 

5 
Latent Trait – two correlated 

variables 
-292.4374 624.8748 686.5029 

2 – 5  p<0.001 

4 – 5 p= 0.06 

6 
1 Latent class [nominal] = 

loglinear analysis 
-379.0596 768.1193 783.5263 G

2
 = 175.8269 

7 2 Latent class [nominal] -302.8255 627.651 661.5464 G
2
 =23.3586 

8 3 Latent class [nominal] -294.8837 623.7675 676.1514 G
2
 = 7.4752 

 

Inspecting the results from the latent trait models we can see that the one variable model fits best, however 

considering the [nominal] latent class models the BIC is least for the two class model and the AIC is smallest for the 

three class model.   

In contrast to the traditional hypothesis testing approach the model building approach is more concerned with 

finding the most appropriate model that also makes sense and is the most parsimonious.  To decide which of the 

models is ‘best’ is to select the one that appears to provide the best explanation but is also the least complex and 

also has the best fit indices.  

We will finish this chapter by looking once again at the whole dataset using the Latent class approach. 
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8 Revisiting the whole dataset 
As I mentioned at the start of the Latent variable section this is often seen as something similar to cluster analysis 

and you will have noticed how I made use of the first cluster of questions one to five for the example analyses 

above, but now we will consider the whole dataset and carry out a latent variable on that. As before we begin with 

Descriptive statistics, I have used the same R code as presented at the start of this chapter but simply removed the 

subset command, somq <- somq[,1:5]. 

dsc <- descript(somq) 
dsc 
########### 
# the dsc object has several componentents one $per is a matrix 
# with several columns [,0] = category names; [,1]= xero responses; [,2]=positive responses  
# all values are as propportions i.e. 0.1 and 0.9 etc 
# to draw a simple bar chart    
barplot(dsc$perc[,2], main="Reponses to each question", xlab= "question", ylab= "proportion +") 

 

 

 

We can see that the highest frequency is for question 9 where 60% of the sample suffered from the symptom – have 

you ever had pain in your joints.  The next most frequent being question 8 

(47.2%) responding to – Have you ever had trouble with back pain and 

question 18 (47.8%) – Have you ever lost your voice for more than a few 

minutes?, question 29 – Would you say that your sex life has been 

unimportant to you? Could you get along as well without it? Gives a 

response rate of 44.1% (n=161 for all responses). The output also provides 

a summary of how many of the questions they responded to again this can 

be converted to a histogram: 

barplot(dsc$items, main="number of questions subject responded to", xlab= "question", 

ylab= "count", ylim=c(0,20)). 

  

Proportions for each level of response: 
           0      1   logit 
som1  0.9379 0.0621 -2.7147 
som2  0.8075 0.1925 -1.4335 
som3  0.7640 0.2360 -1.1746 
som4  0.6398 0.3602 -0.5743 
som5  0.8447 0.1553 -1.6938 
som6  0.7888 0.2112 -1.3178 
som7  0.5776 0.4224 -0.3131 
som8  0.5280 0.4720 -0.1119 
som9  0.3913 0.6087  0.4418 
som10 0.7764 0.2236 -1.2448 
som11 0.5839 0.4161 -0.3386 
som12 0.6522 0.3478 -0.6286 
som13 0.6335 0.3665 -0.5474 
som14 0.6646 0.3354 -0.6838 
som15 0.5652 0.4348 -0.2624 
som16 0.9627 0.0373 -3.2517 
som17 0.5839 0.4161 -0.3386 
som18 0.5217 0.4783 -0.0870 
som19 0.9689 0.0311 -3.4404 
som20 0.8571 0.1429 -1.7918 
som21 0.8137 0.1863 -1.4740 
som22 0.9565 0.0435 -3.0910 
som23 0.8012 0.1988 -1.3941 
som24 0.9565 0.0435 -3.0910 
som25 0.7205 0.2795 -0.9469 
som26 0.8385 0.1615 -1.6472 
som27 0.9814 0.0186 -3.9640 
som28 0.8944 0.1056 -2.1366 
som29 0.5590 0.4410 -0.2371 
som30 0.8758 0.1242 -1.9530 
 
 
Frequencies of total scores: 
0 1  2  3  4  5 6  7  8 9 10 11 12 13 14 15 16 17 
18 19 20 21 22 23 24 25 
Freq 17 4 10 10 10 15 7 14 16 6  7  9  7  4  4  9  
4  1  2  1  2  0  0  0  0  1 
     26 27 28 29 30 
Freq  0  0  1  0  0 
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You can also access the values in $items to create a histogram of the percentage of responses: 

percent_response <- dsc$items 
percent_response[1,] <-  percent_response[1,]/161  # number of total responses 
barplot(percent_response, main="Total number of questions each subject responded to % total", xlab= "number of 
responses", ylab= "% total", ylim=c(0, max(percent_response[1,])+.05)) 
percent_response   

 

 

 

 

 

 

 

 

 

Incidentally you can also specify the number of 

decimal places you want R to display by using the 

round function: round(percent_response, digits = 3) 

the digits value indicates the number of decimal 

places you want displayed. 

From the above histogram (either the raw counts of 

the % total) show that the most common response is 

that of no symptons in 10.5% of subjects, followed by 

the reporting of 8, 5, 7 symptoms.  While this is 

interesting what is more important is the ‘response 

patterns for the dataset. 

Unconstrained Rasch model 

The main reason for doing this in this instance is to 

obtain the item response patterns, but for 

completeness the parameter output is given 

opposite, along with the probabilities of selecting a 

question for a typical subject. It is interesting to note 

how the probabilities reflect the observed values  

The specific R command,  residuals(raschmodal_unconstrained) produces a item response pattern consisting of 144 

distinct patterns of which only two were repeated more than once  these being the null response for 17 subjects and 

the following one for 2 subjects (17 + 2 + 142 = 161): 

[11,] 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 1 0    2   # response pattern 11 questions 18 and 29 selected by 2 subjects 

No of 
responses 

for 
subject 

% of total responses 
(161) 

0 0.1055901 

1 0.02484472 

2 0.0621118 

3 0.0621118 

4 0.0621118 

5 0.0931677 

6 0.04347826 

7 0.08695652 

8 0.09937888 

9 0.03726708 

10 0.04347826 

11 0.05590062 

12 0.04347826 

13 0.02484472 

14 0.02484472 

15 0.05590062 

16 0.02484472 

17 0.00621118 

18 0.01242236 

19 0.00621118 

20 0.01242236 

21 0 

22 0 

23 0 

24 0 

25 0.00621118 

26 0 

27 0 

28 0.00621118 

29 0 

30 0 

  

rasch(data = somq) 
 
Model Summary: 
   log.Lik      AIC      BIC 
 -2064.149 4190.299 4285.822 
 
Coefficients: 
               value std.err  z.vals 
Dffclt.som1   2.5235  0.3147  8.0184 
Dffclt.som2   1.3956  0.2029  6.8796 
Dffclt.som3   1.1567  0.1883  6.1424 
Dffclt.som4   0.5868  0.1650  3.5563 
Dffclt.som5   1.6318  0.2201  7.4135 
Dffclt.som6   1.2894  0.1960  6.5772 
Dffclt.som7   0.3328  0.1598  2.0821 
Dffclt.som8   0.1352  0.1581  0.8553 
Dffclt.som9  -0.4139  0.1633 -2.5345 
Dffclt.som10  1.2218  0.1920  6.3637 
Dffclt.som11  0.3578  0.1602  2.2332 
Dffclt.som12  0.6392  0.1665  3.8399 
Dffclt.som13  0.5608  0.1643  3.4129 
Dffclt.som14  0.6924  0.1681  4.1189 
Dffclt.som15  0.2833  0.1592  1.7792 
Dffclt.som16  2.9748  0.3855  7.7171 
Dffclt.som17  0.3577  0.1602  2.2330 
Dffclt.som18  0.1109  0.1580  0.7019 
Dffclt.som19  3.1299  0.4145  7.5503 
Dffclt.som20  1.7196  0.2273  7.5662 
Dffclt.som21  1.4326  0.2054  6.9757 
Dffclt.som22  2.8415  0.3626  7.8370 
Dffclt.som23  1.3594  0.2005  6.7810 
Dffclt.som24  2.8400  0.3623  7.8382 
Dffclt.som25  0.9431  0.1777  5.3072 
Dffclt.som26  1.5897  0.2168  7.3320 
Dffclt.som27  3.5574  0.5106  6.9671 
Dffclt.som28  2.0247  0.2556  7.9224 
Dffclt.som29  0.2584  0.1589  1.6261 
Dffclt.som30  1.8631  0.2399  7.7659 
Dscrmn        1.3551  0.0966 14.0260 

> # items ordered by difficulty, and 
> # probability of positive response 
by the average  individual 
> coef(raschmodal_unconstrained, prob 
= TRUE, order = TRUE) 
          Dffclt   Dscrmn  P(x=1|z=0) 
som9  -0.4138951 1.355141 0.636657612 
som18  0.1108914 1.355141 0.462502139 
som8   0.1351979 1.355141 0.454324613 
som29  0.2584470 1.355141 0.413326099 
som15  0.2832560 1.355141 0.405198185 
som7   0.3327986 1.355141 0.389125590 
som17  0.3577293 1.355141 0.381125489 
som11  0.3577620 1.355141 0.381115045 
som13  0.5608171 1.355141 0.318649186 
som4   0.5867968 1.355141 0.311054785 
som12  0.6392396 1.355141 0.296033102 
som14  0.6924182 1.355141 0.281238888 
som25  0.9430545 1.355141 0.217895591 
som3   1.1566817 1.355141 0.172577749 
som10  1.2217947 1.355141 0.160339439 
som6   1.2894021 1.355141 0.148385255 
som23  1.3594396 1.355141 0.136787419 
som2   1.3956324 1.355141 0.131098671 
som21  1.4326489 1.355141 0.125489534 
som26  1.5897469 1.355141 0.103927114 
som5   1.6317513 1.355141 0.098744431 
som20  1.7195871 1.355141 0.088645738 
som30  1.8630789 1.355141 0.074142224 
som28  2.0247193 1.355141 0.060438830 
som1   2.5234830 1.355141 0.031686151 
som24  2.8399962 1.355141 0.020864994 
som22  2.8414902 1.355141 0.020823673 
som16  2.9748497 1.355141 0.017440905 
som19  3.1298531 1.355141 0.014183460 
som27  3.5573548 1.355141 0.007996529 
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As mentioned on page 4 the possible number of unique response patterns for a given number of binary questions is 

calculated simply by raising two to the power of the number of questions with thirty questions we have 230 =  

1,073,741,824 so for our dataset we have 141 (i.e. 0.00001313 %) of the  possible response patterns are present in 

the sample.  I hope this highlights the problem with small samples and a large number of binary variables here.  We 

will now move onto the Latent class analysis which will again highlight this point. 

 

 

On the following page we run latent class models for 

between 2 to 5 latent classes. and we note that both the 

AIC and BIC values change little indicating that none of 

them offer a good fit to the data. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

  

> m1 <- poLCA(formula1,somq,nclass=1) 
Conditional item response (column) probabilities, 
 by outcome variable, for each class (row)  
$som1       Pr(1)  Pr(2) 
class 1:  0.9379 0.0621 
$som2       Pr(1)  Pr(2) 
class 1:  0.8075 0.1925 
$som3      Pr(1) Pr(2) 
class 1:  0.764 0.236 
$som4       Pr(1)  Pr(2) 
class 1:  0.6398 0.3602 
$som5       Pr(1)  Pr(2) 
class 1:  0.8447 0.1553 
$som6       Pr(1)  Pr(2) 
class 1:  0.7888 0.2112 
$som7      Pr(1)  Pr(2) 
class 1:  0.5776 0.4224 
$som8      Pr(1) Pr(2) 
class 1:  0.528 0.472 
$som9      Pr(1)  Pr(2) 
class 1:  0.3913 0.6087 
$som10     Pr(1)  Pr(2) 
class 1:  0.7764 0.2236 
$som11     Pr(1)  Pr(2) 
class 1:  0.5839 0.4161 
$som12     Pr(1)  Pr(2) 
class 1:  0.6522 0.3478 
$som13     Pr(1)  Pr(2) 
class 1:  0.6335 0.3665 
$som14     Pr(1)  Pr(2) 
class 1:  0.6646 0.3354 
$som15      Pr(1)  Pr(2) 
class 1:  0.5652 0.4348 
$som16     Pr(1)  Pr(2) 
class 1:  0.9627 0.0373 
[[17]]      Pr(1)  Pr(2) 
class 1:  0.5839 0.4161 
$som18      Pr(1)  Pr(2) 
class 1:  0.5217 0.4783 
$som19     Pr(1)  Pr(2) 
class 1:  0.9689 0.0311 
$som20     Pr(1)  Pr(2) 
class 1:  0.8571 0.1429 
$som21    Pr(1)  Pr(2) 
class 1:  0.8137 0.1863 
$som22     Pr(1)  Pr(2) 
class 1:  0.9565 0.0435 
$som23     Pr(1)  Pr(2) 
class 1:  0.8012 0.1988 
$som24     Pr(1)  Pr(2) 
class 1:  0.9565 0.0435 
$som25    Pr(1)  Pr(2) 
class 1:  0.7205 0.2795 
$som26     Pr(1)  Pr(2) 
class 1:  0.8385 0.1615 
$som27    Pr(1)  Pr(2) 
class 1:  0.9814 0.0186 
$som28     Pr(1)  Pr(2) 
class 1:  0.8944 0.1056 
$som29      Pr(1) Pr(2) 
class 1:  0.559 0.441 
$som30      Pr(1)  Pr(2) 
class 1:  0.8758 0.1242 
 
Estimated class population shares  
 1  
 Predicted class memberships (by modal posterior prob.)  
 1  
=========================================================  
Fit for 1 latent classes:  
=========================================================  
number of observations: 161  
number of estimated parameters: 30  
residual degrees of freedom: 131  
maximum log-likelihood: -2365.097  
  
AIC(1): 4790.195 
BIC(1): 4882.637 
G^2(1): 3193.084 (Likelihood ratio/deviance statistic)  
X^2(1): 4.520045e+17 (Chi-square goodness of fit)  
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> m2 <- poLCA(formula1,somq,nclass=2, graphs=TRUE)  
Conditional item response (column) probabilities, 
 by outcome variable, for each class (row) 
 
. . . . . ..  
  . . . .. .. 
Estimated class population shares  
 0.551 0.449  
  
Predicted class memberships (by modal posterior prob.)  
 0.559 0.441  
  
=========================================================  
Fit for 2 latent classes:  
=========================================================  
number of observations: 161  
number of estimated parameters: 61  
residual degrees of freedom: 100  
maximum log-likelihood: -2110.58  
  
AIC(2): 4343.16 
BIC(2): 4531.126 
G^2(2): 2684.05 (Likelihood ratio/deviance statistic)  
X^2(2): 2.246221e+12 (Chi-square goodness of fit) 

> m3 <- poLCA(formula1,somq,nclass=3,maxiter=8000, graphs=TRUE) 
Conditional item response (column) probabilities, 
 by outcome variable, for each class (row) 
 
Estimated class population shares  
 0.1031 0.4208 0.4761  
  
Predicted class memberships (by modal posterior prob.)  
 0.1056 0.441 0.4534  
  
=========================================================  
Fit for 3 latent classes:  
=========================================================  
number of observations: 161  
number of estimated parameters: 92  
residual degrees of freedom: 69  
maximum log-likelihood: -2047.617  
  
AIC(3): 4279.234 
BIC(3): 4562.723 
G^2(3): 2558.124 (Likelihood ratio/deviance statistic)  
X^2(3): 66972382128 (Chi-square goodness of fit) 
 
 

> m4 <- poLCA(formula1,somq,nclass=4,maxiter=8000, graphs=TRUE) 
Conditional item response (column) probabilities, 
 by outcome variable, for each class (row)  
 
Estimated class population shares  
 0.2384 0.4715 0.0903 0.1998  
  
Predicted class memberships (by modal posterior prob.)  
 0.2422 0.4596 0.0932 0.205  
  
=========================================================  
Fit for 4 latent classes:  
=========================================================  
number of observations: 161  
number of estimated parameters: 123  
residual degrees of freedom: 38  
maximum log-likelihood: -2001.119  
  
AIC(4): 4248.238 
BIC(4): 4627.25 
G^2(4): 2465.127 (Likelihood ratio/deviance statistic)  
X^2(4): 41165355986 (Chi-square goodness of fit) 

> m5 <- poLCA(formula1,somq,nclass=5,maxiter=8000, graphs=TRUE) 
Conditional item response (column) probabilities, 
 by outcome variable, for each class (row) 
 
Estimated class population shares  
 0.0689 0.3609 0.1175 0.1245 0.3282  
  
Predicted class memberships (by modal posterior prob.)  
 0.0683 0.3665 0.118 0.1242 0.323  
  
=========================================================  
Fit for 5 latent classes:  
=========================================================  
number of observations: 161  
number of estimated parameters: 154  
residual degrees of freedom: 7  
maximum log-likelihood: -1979.405  
  
AIC(5): 4266.811 
BIC(5): 4741.347 
G^2(5): 2421.7 (Likelihood ratio/deviance statistic)  
X^2(5): 1126334092 (Chi-square goodness of fit) 
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> Phonics subset (questions 6,17, 18) 
> m1 <- poLCA(formula1,phonics,nclass=1) # can not produce a graph for 
single latent var.  log-likelihood:  
Conditional item response (column) probabilities, 
 by outcome variable, for each class (row)  
$som6      Pr(1)  Pr(2) 
class 1:  0.7888 0.2112 
$som17       Pr(1)  Pr(2) 
class 1:  0.5839 0.4161 
$som18      Pr(1)  Pr(2) 
class 1:  0.5217 0.4783 
Estimated class population shares  
 1   
Predicted class memberships (by modal posterior prob.)  
 1   
=========================================================  
Fit for 1 latent classes:  
=========================================================  
number of observations: 161  
number of estimated parameters: 3  
residual degrees of freedom: 4  
maximum log-likelihood: -303.7645  
AIC(1): 613.5291 
BIC(1): 622.7733 
G^2(1): 33.54946 (Likelihood ratio/deviance statistic)  
X^2(1): 41.45111 (Chi-square goodness of fit)  
  
> m2 <- poLCA(formula1,phonics,nclass=2, graphs=TRUE) # log-likelihood:  
Conditional item response (column) probabilities, 
 by outcome variable, for each class (row)  
 $som6      Pr(1)  Pr(2) 
class 1:  0.9011 0.0989 
class 2:  0.3982 0.6018 
$som17     Pr(1)  Pr(2) 
class 1:  0.7246 0.2754 
class 2:  0.0942 0.9058 
$som18     Pr(1)  Pr(2) 
class 1:  0.6607 0.3393 
class 2:  0.0382 0.9618 
Estimated class population shares  
 0.7767 0.2233  
Predicted class memberships 
 (by modal posterior prob.)  
 0.7329 0.2671  
=========================================================  
Fit for 2 latent classes:  
=========================================================  
number of observations: 161  
number of estimated parameters: 7  
residual degrees of freedom: 0  
maximum log-likelihood: -286.9898  
  
AIC(2): 587.9796 
BIC(2): 609.5495 
G^2(2): 1.789253e-09 (Likelihood ratio/deviance statistic)  
X^2(2): 1.789406e-09 (Chi-square goodness of fit)  

There is a problem with trying to specify the 6 latent class model because we have insufficient subjects with R 

producing a warning at the end of the output (see opposite). 

A possible alternative strategy is to consider the clusters 

suggested by the cluster analysis – and this was one of the 

reasons why questions one to five were considered for the 

analysis comparing the various methods.  This time lets 

consider the 3 questions concerning the throat, that is 

questions, 6, 17 and 18.  

Looking at the responses we see that questions 17 

and 18 mimic one another whereas question 6 with 

far fewer respondents (count=34 versus 67 and 77) 

does also follow the same direction. 

# create a new dataframe using  
# new_name = old_name etc 
phonics <- data.frame(som6= somq$som6, som17 = somq$som17, 
som18 = somq$som18) 
phonics 
phonics_descript <- descript(phonics) 
phonics_descript 
plot(phonics_descript, type = "b", lty = 1, pch = 1:10, col = 1:10, lwd = 2, 
cex = 1.1, xlim = c(-0.5, 5)) 
legend("left", names(phonics), pch = 1:10, col = 1:10, lty = 1, lwd = 2, 
cex = 1.1, bty = "n") 
 
> CrossTable(phonics$som17, phonics$som18, fisher=TRUE, expected=TRUE,  
format="SPSS") 
 
   Cell Contents 
|-------------------------| 
|                   Count | 
|         Expected Values | 
| Chi-square contribution | 
|             Row Percent | 
|-------------------------| 
 
Total Observations in Table:  161  
 
              | phonics$som18  
phonics$som17 |        1  |        2  | Row Total |  
--------------|-----------|-----------|-----------| 
            1 |       60  |       34  |       94  |  
              |   49.043  |   44.957  |           |  
              |    2.448  |    2.670  |           |  
              |   63.830% |   36.170% |   58.385% |  
--------------|-----------|-----------|-----------| 
            2 |       24  |       43  |       67  |  
              |   34.957  |   32.043  |           |  
              |    3.434  |    3.746  |           |  
              |   35.821% |   64.179% |   41.615% |  
--------------|-----------|-----------|-----------| 
 Column Total |       84  |       77  |      161  |  
              |   52.174% |   47.826% |           |  
--------------|-----------|-----------|-----------| 

 
Pearson's Chi-squared test  
Chi^2 =  12.29845     d.f. =  1     p =  0.0004533347 

The table shows that we have more people answering question 
17 than expected and less than expected answered question 18 
if they were the same proportions.  This finding is reflected in 

> m6 <- poLCA(formula1,somq,nclass=6,maxiter=8000, graphs=TRUE) 
Conditional item response (column) probabilities, 
 by outcome variable, for each class (row)  
Estimated class population shares  
 0.4441 0.0248 0.2917 0.0455 0.1135 0.0804  
  
Predicted class memberships (by modal posterior prob.)  
 0.4348 0.0248 0.2981 0.0497 0.1118 0.0807  
  
=========================================================  
Fit for 6 latent classes:  
=========================================================  
number of observations: 161  
number of estimated parameters: 185  
residual degrees of freedom: -24  
maximum log-likelihood: -1952.745  
  
AIC(6): 4275.49 
BIC(6): 4845.549 
G^2(6): 2368.379 (Likelihood ratio/deviance statistic)  
X^2(6): 2272822418 (Chi-square goodness of fit)  
  

ALERT: number of parameters estimated ( 185 ) 
exceeds number of observations ( 161 )  
  
ALERT: negative degrees of freedom; respecify 
model 

Reflected in the table 
opposite, equivalent 
to the log linear model 
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the single latent class model. 

Overall the modelling approach was of minimal success in this instance with both the full dataset and the subset of 
questions concerning the throat; however it was helpful when considering the five gastro intestinal questions. 

In contrast the descriptive cluster analysis did see to produce sensible clustering for both phi -4 correlation distance 
measures with average linkage between groups and also the furthest neighbour approach using both Dice and 
Jaccard measures produced very similar results with the exception of question 1. 

9 Summary 
One should not get too depressed with the rather ambivalent results from the above analyses. We have a very small 
data set (n=161) and we had a large number of dichotomous variables. Both the datasets provided in the poLCA R 
package and also chapter 10, Latent class analysis for Binary data, in Bartholomew, Steele, Moustaki & Galbraith 
2008 provide examples of more compliant, larger datasets. 

Do not think that the modelling techniques described in this chapter make up for collecting adequately sized 
datasets, possibly the only technique that is used with datasets with a small number of subjects and a relatively 
large number of variables is the cluster analysis technique. All the modelling techniques described do require large 
sample sizes, although if the effect size is substantive a satisfactory model can be achieved with a small sample size.   

Specific sample size requirements for Latent class analysis can be very large if you wish to consider a model with 
more than 4 latent classes as we discovered in the example, however searching for exact details of sample size 
requirements in this area brings very little information up.    

Questionnaires with a set of binary items are a common occurrence but often they are associated with some type of 
outcome/dependent measure.  For example we might be considering the situation where the total score of all thirty 
items (i.e. a MUS score) is considered to be a predictor of some other measure from the individual such as 
Alexithymia, for an example of this with an extended version of the current dataset see Deary, Scott & Wilson 1997. 
In this chapter his was not the case and all we had in effect were a set of independent variables for which we wished 
to investigate their relationships.  
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11 Appendix A Quesionnaire 
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